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The Gap Between Academic Research and 
Industrial Practice in Software Testing 
Supporting material  for HUSTEF 2014 talk 

Collected by: Zoltán Micskei (BME) 

Summary: In the HUSTEF talk I talked about the gap between academia and industry w.r.t software testing. To 

illustrate the gap I presented the recent topics from some relevant academic and industrial conferences. This 

document contains a more detailed list of paper and talk titles and abstracts in order to illustrate the gap. 

The document is rather long, but I hope just by browsing it or searching for keywords everyone can find something 

new or exciting topic. 

Academia 

Some Relevant Conferences and Journals 
In academia journals present mature, significant research results. Papers from conferences have solid results, 

although not necessarily that complete. Workshops are for presenting fresh results in specific topics. 

Name Abbr. Type Papers (2014) 

Software Testing, Verification and Reliability STVR journal 24 / year 

International Conference on Software Testing, Verification and Validation ICST conf. 141 submitted 
40 accepted 

International Symposium on Software Testing and Analysis ISSTA conf. 128 submitted 
36 accepted 

International Conference on Testing Software and Systems ICTSS conf. 36 submitted 
17 accepted 

Workshop on Model-Based Testing MBT works. 5 papers 

 

This list is really just the tip of the iceberg, there are several other important venues: general software engineering 

conferences (ICSE, ASE), related conferences (ISSRE, TACAS, TAP), specific workshops (A-MOST, MOTIP, SBST) etc.1 

Some Current Topics 
Based on the papers from 2014 I tried to highlight some important current themes. 

- Test generation (TG): 

o From models or source code 

o Generating test cases, just test inputs or test oracles 

o Several application domains: telecommunication, embedded systems, web applications… 

- Regression testing (RT):  

o Test prioritization 

o Test reduction for minimizing size, be more energy-efficient 

o Change impact analysis, maintenance of test cases 

- Empirical evaluations (EE): 

o Evaluation of tests and code coverage 

o Analysis of usefulness of coverage 

o Collection of representative bugs and issues 

                                                           
1 A more complete list: Tao Xie, Software Engineering Conferences, http://web.engr.illinois.edu/~taoxie/seconferences.htm  

http://mit.bme.hu/~micskeiz
http://onlinelibrary.wiley.com/journal/10.1002/(ISSN)1099-1689
http://www.cs.gmu.edu/icst/
http://dl.acm.org/event.cfm?id=RE222
http://mbt-workshop.org/
http://web.engr.illinois.edu/~taoxie/seconferences.htm
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Some Recent Papers  

STVR (2013, 2014) – Copyright John Wiley & Sons, Inc. 
TG Test generation with Satisfiability Modulo Theories solvers in model-based testing 

The paper presents a framework for generating test from ULM/OCL models using Satisfiability Modulo Theories 
transformation. The metamodels associated with the two models and the transformation rules are presented. An 
implementation and experimentations have been realised. 

TG Test generation from recursive tile systems 
This paper presents a formal conformance test cases generation technique for recursive systems. These systems 
are modelled by recursive tile systems, which are defined by a finite collection of finite graphs (tiles), each of these 
equipped with a frontier that expresses how tiles are connected. Both on-line and off-line techniques are 
presented. 

TG Model-based testing for concurrent systems with labelled event structures 
We propose a theoretical testing framework and test generation algorithm for concurrent systems specified with 
true concurrency models introducing the notions of strong and weak concurrency: strongly concurrent events must 
be concurrent in the implementation, while weakly concurrent ones may eventually be ordered. We propose an 
extension of the ioco conformance relation for labelled event structures, named co-ioco, allowing to deal with 
strong and weak concurrency. We extend the notions of test cases and test execution, and give a test generation 
algorithm building a complete test suite. 

 An improved Pareto distribution for modelling the fault data of open source software 
In this paper, a Single-Change-Point 2-Parameter Generalized Pareto Distribution (SCP-2GPD) model is proposed to 
model and analyze the fault distribution of Open Source Software. Experimental results show that proposed SCP-
2GPD model has a flexible structure and can be used to model a wide spectrum of software development 
environments. 

TG Search-based testing using constraint-based mutation 
Many modern automated test generators are based on either metaheuristic search techniques or use constraint 
solvers. Both approaches have their advantages, but they also have specific drawbacks. This paper describes a 
method that integrates both techniques and delivers the best of both worlds. Experiments on 20 case study 
programs show an increase in coverage and a reduction in test set size over traditional techniques. 

TG Automatic testing of GUI-based applications 
Automatically generating test suites for applications that interact with the users though a graphical user interface is 
a difficult and expensive activity. We address this problem with a new technique that samples the execution space 
by heuristically exploring the possible interactions with the user. AutoBlackTest exploits Q-learning to learn how to 
interact with the application under test and generate an exhaustive and effective system test suite. 

RT An efficient regression testing approach for PHP web applications: a controlled experiment 
The paper proposes a new regression testing approach that is applied to frequently patched web applications. The 
approach identifies the affected areas by code changes using impact analysis and generates new test cases for the 
impacted areas by changes using program slices considering both numeric and string input values. The 
experimental results show that our approach is effective in reducing the cost of regression testing for frequently 
patched web applications. 

RT, TG Automatic test case evolution 
This article presents a framework, TestCareAssistant, which implements an innovative set of algorithms that 
automatically repair and generate test cases by adapting existing ones. The framework has been extensively 
evaluated on five open source projects where it has been applied to repair 138 broken test cases, and to generate 
the test cases for 727 new classes and 2462 new methods 

TG Analysis and testing of black-box component-based systems by inferring partial models 
An iterative approach is presented that combines techniques from grammatical inference and model-based testing 
domains to fulfil two main purposes: (i) reverse engineering of black-box components by inferring (partial) models 
and (ii) validating integrated systems of such components for compositional problems and generic errors by using 
their inferred models. The paper investigates how the ‘oracle’ assumption in the classic learning theory can be 
avoided practically and furthermore how existing model-based approaches can be exploited for testing 
components whose models are unavailable. 

RT, TP Towards the prioritization of system test cases 
The prioritization of requirements for test (PORT) scheme allows development teams to effectively prioritize test 
cases by using four factors: customer priority, requirements volatility, implementation complexity, and fault 
proneness. When compared with a random prioritization approach, PORT shows better results, which were also 
statistically significant. PORT has been validated using four student projects and one industry project. Of the four 
port factors, customer priority, was the most important contributor towards improved failure detection. 

 Optimizing compilation with preservation of structural code coverage metrics to support testing 
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The SECCO approach ensures that test coverage achieved at source code is preserved during optimizing 
compilation. A typical use case of coverage preservation is source-based test-data generation. Experiments show 
that the guaranteed coverage preservation has a negligible impact on the resulting code performance. 

 A Hitchhiker's guide to statistical tests for assessing randomized algorithms in software engineering 
Randomized algorithms are widely used to address many types of software engineering problems, but they are 
affected by chance and so require the use of appropriate statistical tests to be properly analysed. To address this 
issue, this paper provides guidelines on how to carry out and properly analyse randomized algorithms applied to 
solve software engineering tasks, with a particular focus on software testing. 

TG A practical model-based statistical approach for generating functional test cases: application in the automotive 
industry 
This paper presents a model-based statistical testing (MBST) approach for generating functional test cases. The 
proposed approach consists of eight activities as shown in the figure. These activities answer the three major 
software testing research questions: (i) how to select test inputs; (ii) how to predict the expected results of a test; 
and (iii) when to stop testing software. This approach was experimented on two representative case studies from 
the automotive industry: more bugs were detected earlier and in a shorter time. 

 A novel approach to software quality risk management 
Software quality is very important in today's competitive business environment. Managing software quality risk is 
an important challenge. The conventional approach to quality risk management for ongoing software processes 
uses analytic models and structured methodologies to enhance processes and improve quality are not 
systematically applied, which are major deficiencies. This new method uses Monte Carlo Simulation and Six Sigma 
for ongoing quality risk management. Simulation predicts quality (reliability) and identifies and quantifies the risk. 
DMAIC (Define, Measure, Analyze, Improve, Control), tactically applied, enhances the process and improves 
quality. Simulation is superior to conventional risk models. DMAIC is a verified structured methodology for 
systematic process and quality improvements. These synergetic and significant enhancements eliminate observed 
deficiencies. The method has been successfully proven and applied practically on real in-house projects. Such an 
application and obtained results are presented. Substantial savings, quality improvements and customer 
satisfaction were achieved. This CMMI® compliant method offers very important gains. 

TG Automatic test case generation from Simulink/Stateflow models using model checking 
In this paper, model checking-based techniques are shown to complement the existing random inputbased and 
simulation-based methods in model-based testing of safety-critical embedded systems. They are also shown to 
enhance the effectiveness of test coverage by providing proofs of unreachability that also aids in debugging. 

TG, 
Tool 

Tool support for the Test Template Framework 
Fastest provides tool support for a solid, model-based testing framework for the Z notation known as the Test 
Template Framework (TTF). The Test Template Framework uses only Z and is aimed mainly to unit testing. The tool 
automates testing tactic application and semi-automates elimination of unsatisfiable test specifications, generation 
of abstract test cases and translation of test cases into natural language. 

 Model checking Trampoline OS: a case study on safety analysis for automotive software 
This paper presents methods for converting the Trampoline kernel code into formal models for the model checker 
SPIN and a series of experiments using an incremental verification approach. The conversion methods include 
functional modularization and treatment for hardware-dependent code, such as memory access for context 
switching. It also reports on potential safety issues found in the Trampoline operating system during the 
experiments and presents experimental evidence of the performance improvement using the embedded C 
constructs in SPIN. 

TG, 
Tool 

Design and industrial evaluation of a tool supporting semi-automated website testing 
This case study describes the motivations and design decisions behind the development of the testing tool, 
CoTester, and its deployment to multiple development teams. CoTester outperforms available testing tools by 
representing tests using an easy-to-understand scripting language, thus making the tests easily editable. A series of 
deployments to four development teams showed that CoTester worked very well for non-professional testers, and 
it was also found to be useful by some professional testers. 

TG Incremental testing of finite state machines 
This paper proposes a new incremental testing strategy that turns the test of finite state machines (FSMs) a much 
more scalable process. The C-method has been developed to efficiently test modular compositions of FSMs, thus 
alleviating the effect of traversal sets on the size of generated test suites for such models. An analysis of an infinite 
family of FSMs shows that incremental testing can be exponentially more efficient than testing using the traditional 
W-method. 

RT A survey of code-based change impact analysis techniques 
The study presents a comparative framework, including seven properties, which characterize the change impact 
analysis (CIA) techniques, identifies key applications of CIA techniques in software maintenance, and discusses the 
need for further research. 

 Combining weak and strong mutation for a noninterpretive Java mutation system 



4 
 

This paper presents a combined weak and strong mutation for noninterpretive Java mutation system. The new 
term ‘serialmutant’ is defined as a specialized program to conduct weak mutation against all mutants in an 
execution and report only weakly killed mutants as strong mutation candidates. Then strong mutation is conducted 
only for those reported mutants. 

 Checked coverage: an indicator for oracle quality 
A known problem of traditional coverage metrics is that they do not assess oracle quality—that is, whether the 
computation result is actually checked against expectations. In this paper, we introduce the concept of checked 
coverage, the dynamic slice of covered statements that actually influence an oracle. Our experiments on seven 
open-source projects show that checked coverage is a sure indicator for oracle quality and even more sensitive 
than mutation testing. 

 Handling test length bloat 
Although intuitively longer tests can achieve higher code coverage, in search-based testing, there is always the 
threat of bloat, that is, abnormal growth of test length. We present techniques to overcome the problem of length 
bloat and evaluate all possible combinations of these techniques using different starting lengths for the search. 
Experiments on a set of difficult search targets, selected from several open source and industrial projects, show 
that controlling bloat with the appropriate techniques can significantly improve the search performance. 

TG Configuring effective navigation models and abstract test cases for web applications by analysing user behavior 
Statistical model-based testing is an automated approach to generating test cases for web applications, where 
logged user behaviour is used to build a usage-based model of web application navigation. This paper reports on 
our exploratory study of the tradeoffs and implications of the ways to represent user behaviour in a navigation 
model and the characteristics of the test cases automatically generated from various models. Our results suggest 
how testers can easily configure statistical model-based automatic test case generators for web applications. 

 Testing of data-centric and event-based dynamic service compositions 
This paper addresses the integration testing of data-centric and event-based dynamic service compositions, in 
which abstract services are replaced by concrete candidate services at runtime. We consider data dependencies 
between services as potential points of failure and introduce the k-node data flow test coverage metric, which 
helps to significantly reduce the number of generated test combinations. We illustrate the end-to-end practicability 
based on an integrated scenario, which uses two diverse service composition techniques (Web Services Business 
Process Execution Language and WS-Aggregation). 

RT Demand-driven propagation-based strategies for testing changes 
We present a new, demand-driven approach for propagation-based testing of software changes that scales 
considerably more than existing approaches of this kind. We exploit this scalability to perform larger and more 
comprehensive studies that it was possible before. Our studies indicate, with statistical significance, that 
propagation-based strategies for testing changes are more cost-effective than traditional, coverage-based 
approaches. 

 An automated analysis methodology to detect inconsistencies in web services with WSDL interfaces 
This paper presents an automated dynamic analysis methodology for detecting inconsistencies between the 
implementation of a web service and its WSDL interface. The methodology is applied to two commercial web 
services where it uncovers a variety of problems in the WSDL interfaces that may impact a large number of clients. 

TG A test purpose-based approach for testing timed input output automata 
This paper presents a new method for testing timed input output automata using test purposes. The proposed 
method consists of three main steps as shown in the figure. Its main advantage is that it significantly helps reduce 
the number of test cases to be generated, and consequently minimize the time, effort and money to spend in 
testing the system. 

 Reliability assessment based on hazard rate model for an embedded OSS porting-phase 
Embedded OSS (Open Source Software) systems have been gaining a lot of attention in the embedded system area. 
However, the poor handling of quality problem and customer support prohibit the progress of embedded OSS. A 
method of software reliability assessment based on flexible hazard rate modeling for the embedded OSS is 
proposed in this paper. Also, several numerical examples are shown by using actual data. 

TG A new method for testing timed systems 
A new method for discreretizing timed automata is provided. The method allows for a flexible choice of 
granularities. From the discretized product of a timed automaton and a test product automaton, a test suite can be 
automatically extracted. 

 It really does matter how you normalize the branch distance in search-based software testing 
In this paper, different types of normalizing functions are analyzed in the context of search based software testing. 
The analyzes show that the normalizing function that is usually employed in the literature has several flaws. This 
paper presents a different normalizing function that is very simple and does notsuffer from these limitations. 
Empirical and analytical analyzes are carried out to compare these two functions. 

 Ranking of software engineering metrics by fuzzy-based matrix methodology 
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This research paper presents a framework for ranking of software engineering metrics based on expert opinion 
elicitation and fuzzy-based matrix methodology. This methodology employs a complete set of criteria and software 
engineering metrics, and their important weights and ratings are assigned using linguistic terms using expert 
elicitation to rank software engineering metrics in accordance with the value of Permanent function. Comparison 
with existing methodologies shows that it has taken care of almost all shortcomings and produces consistent result. 

TG Using concepts of content-based image retrieval to implement graphical testing oracles 
This paper presents a technique to support the construction of test oracles for programs with graphical output. It 
supposes the existence of a reference image that is used to decide about the correctness of a program execution. 
The paper proposes the use of Content-Based Image Retrieval (CBIR) concepts to measure the distance between 
the reference and output images and decide about the correctness of the output. A framework for test oracles 
construction and two case studies are also presented. 

 A measurement-based ageing analysis of the JVM 
This work proposes a software ageing analysis of Java-based software systems by developing a three-step 
methodology to identify the presence of ageing phenomena and their relationships with the applied workload. In 
the first step, a set of experiments was designed and executed in order to collect data about resource usage and 
workload parameters; then, the behavior of the system was analyzed as a function of the applied workload; finally, 
ageing trends and their relationships with the characterized workload were identified. 

RT Regression verification: proving the equivalence of similar programs 
Proving the equivalence of successive, closely related versions of a program has the potential of being easier in 
practice than functional verification, although both problems are undecidable. There are three main reasons for 
this claim: (i) it circumvents the problem of specifying what the program should do; (ii) the problem can be 
naturally decomposed and hence is computationally easier; and (iii) there is an automatic invariant that enables to 
prove equivalence of loops and recursive functions in most practical cases. Theoretical and practical aspects of this 
problem are considered. 

 Testing and verification in service-oriented architecture: a survey 
Service-oriented architecture (SOA) is gaining momentum as an emerging distributed system architecture for 
business-to-business collaborations. This momentum can be observed in both industry and academic research. SOA 
presents new challenges and opportunities for testing and verification, leading to an upsurge in research. This 
paper surveys the previous work undertaken on testing and verification of service-centric systems, which in total 
are 177 papers, showing the strengths and weaknesses of current strategies and testing tools and identifying issues 
for future work. 

 Parallel mutation testing 
Parallel execution of tests to perform a mutation analysis can improve the efficiency of mutation testing without 
lose effectiveness. This paper presents a study of different algorithms to parallelize the execution of tests and 
mutants. Two main findings were found in this study: (i) it is not necessary for a large number of parallel processors 
to get a big improvement, and (ii) with the current technology, communication time between processors is not a 
bottleneck. 

 Covering and Uncovering Equivalent Mutants 
In this paper, we examine whether changes in coverage can be used to detect non-equivalent mutants. In a sample 
of 140 manually classified mutations of seven Java programs with 5000 to 100 000 lines of code, we found that: the 
problem is serious and widespread (45% of all undetected mutants are equivalent); manual classification takes time 
(15 min per mutation); coverage is a simple and effective means to identify equivalent mutants (with a 
classification precision of 75% and 56% recall). 

 Efficient mutation testing of multithreaded code 
Mutation testing of multithreaded code is highly time intensive: for each mutant, every test case may be explored 
for multiple possible thread schedules. This paper introduces a general framework for efficient exploration that can 
reduce the time for mutation testing of multithreaded code. The paper presents five techniques within the 
framework that are implemented in a tool called MuTMuT. Evaluation of MuTMuT on mutation testing of 12 
multithreaded programs shows that it indeed substantially reduces the time required. 

 

ICST 2014 – Copyright IEEE 
TG Sampling Program Inputs with Mutation Analysis: Going Beyond Combinatorial Interaction Testing 

Modern systems tend to be highly configurable. Testing such systems requires selecting test cases from a large 
input space. Thus, there is a need to systematically sample program inputs in order to reduce the testing effort. In 
such cases, testing the interactions between program parameters has been identified as an effective way to deal 
with this problem. In these lines, Combinatorial Interaction Testing (CIT) models the program input interactions and 
uses this model to select test cases. Going a step further, we apply mutation analysis on the CIT input model to 
select program test cases. Mutation operates by injecting defects to the program input model and measures the 
number of defects found by the selected test cases. Experiments performed on four real programs show that 
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measuring the number of model-based defects gives a stronger correlation to code-level faults than measuring the 
number of the exercised interactions. Therefore, the proposed mutation analysis approach forms a valid and more 
effective alternative to CIT. 

 Designing Deletion Mutation Operators 
As a test criterion, mutation analysis is known for yielding very effective tests. It is also known for creating many 
test requirements, each of which is represented by a "mutant" that must be "killed." In recent years, researchers 
have found that these test requirements have a lot of duplication, in that many test requirements yield the same 
tests. Put another way, hundreds of mutants can usually be killed by only a few dozen tests. If we could reduce this 
duplication without reducing mutation's effectiveness, mutation testing could become more cost-effective. One 
avenue of this research has been to use only one type of mutant, the statement deletion mutation operator. 
Researchers have found that statement deletion mutation has relatively few mutants, but yields tests that are 
almost as effective as using all mutants, with the significant benefit that fewer equivalent mutants are generated. 
This paper extends this idea by asking a simple question: if deleting statements is a cost-effective way to design 
tests, will deleting other program elements also be effective? This paper presents results from mutation operators 
that delete variables, operators, and constants, finding that indeed, this is an efficient and effective approach. 

 Establishing Theoretical Minimal Sets of Mutants 
Mutation analysis generates tests that distinguish variations, or mutants, of an artifact from the original. Mutation 
analysis is widely considered to be a powerful approach to testing, and hence is often used to evaluate other test 
criteria in terms of mutation score, which is the fraction of mutants that are killed by a test set. But mutation 
analysis is also known to provide large numbers of redundant mutants, and these mutants can inflate the mutation 
score. While mutation approaches broadly characterized as reduced mutation try to eliminate redundant mutants, 
the literature lacks a theoretical result that articulates just how many mutants are needed in any given situation. 
Hence, there is, at present, no way to characterize the contribution of, for example, a particular approach to 
reduced mutation with respect to any theoretical minimal set of mutants. This paper's contribution is to provide 
such a theoretical foundation for mutant set minimization. The central theoretical result of the paper shows how to 
minimize efficiently mutant sets with respect to a set of test cases. We evaluate our method with a widely-used 
benchmark. 

 Automatic and Incremental Product Optimization for Software Product Lines 
Software Product Lines (SPLs) have gained popularity in industry as they foster the reuse of artifacts, such as code, 
and reduce product development effort. Although some SPLs ensure that only valid products are configurable, 
those products are not necessarily optimal. For instance, they may include code that is not necessary for providing 
the desired functionality -- often because of erroneous traceability between features and code. Such unnecessary 
code may be disallowed in safety critical domains, it may lead to losses in runtime performance, or it may lead to 
errors during later SPL evolution. In this paper, we present an approach for automatic and incremental product 
optimization. Our approach leverages product functionality tests to ensure that configured products do not include 
unnecessary artifacts -- an automatic re-optimization of products after SPL evolution is performed incrementally. 
The evaluation results show that such a re-optimization takes only milliseconds. 

RT A Comparison of Test Case Prioritization Criteria for Software Product Lines 
Software Product Line (SPL) testing is challenging due to the potentially huge number of derivable products. To 
alleviate this problem, numerous contributions have been proposed to reduce the number of products to be tested 
while still having a good coverage. However, not much attention has been paid to the order in which the products 
are tested. Test case prioritization techniques reorder test cases to meet a certain performance goal. For instance, 
testers may wish to order their test cases in order to detect faults as soon as possible, which would translate in 
faster feedback and earlier fault correction. In this paper, we explore the applicability of test case prioritization 
techniques to SPL testing. We propose five different prioritization criteria based on common metrics of feature 
models and we compare their effectiveness in increasing the rate of early fault detection, i.e. a measure of how 
quickly faults are detected. The results show that different orderings of the same SPL suite may lead to significant 
differences in the rate of early fault detection. They also show that our approach may contribute to accelerate the 
detection of faults of SPL test suites based on combinatorial testing. 

TG Model-Based Test Design of Product Lines: Raising Test Design to the Product Line Level 
System quality assurance techniques like testing are important for high-quality products and processes. The effort 
for applying them is usually high, but can be reduced using automation. Automated test design is possible by using 
models to specify test-relevant aspects and by generating tests on this basis. Testing multiple variants of a system 
like, e.g., a product line of a German car manufacturer, results in a significant, additional effort. In this paper, we 
deal with model-based testing of product lines. We combine feature models that are used to describe product lines 
and models that are used for automated model-based test design. Our main contribution is the definition of a test 
generation approach on the product line level, i.e., that does not depend on resolving single product variants. 
Furthermore, we compare our approach to other test generation approaches and evaluate it using our tool chain 
SPLTestbench for some product line examples. 

 Detecting Concurrency Errors in Client-Side Java Script Web Applications 
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As web technologies have evolved, the complexity of dynamic web applications has increased significantly and web 
applications suffer concurrency errors due to unexpected orders of interactions among web browsers, users, the 
network, and so forth. In this paper, we present WAVE (Web Applications Virtual Environment), a testing 
framework to detect concurrency errors in client-side web applications written in JavaScript. WAVE generates 
various sequences of operations as test cases for a web application and executes a sequence of operations by 
dynamically controlling interactions of a target web application with the execution environment. We demonstrate 
that WAVE is effective and efficient for detecting concurrency errors through experiments on eight examples and 
five non-trivial real-world web applications. 

 On the Right Objectives of Data Flow Testing 
This paper investigates the limits of current data flow testing approaches from a radically novel viewpoint, and 
shows that the static data flow techniques used so far in data flow testing to identify the test objectives fail to 
represent the universe of data flow relations entailed by a program. This paper compares the data flow relations 
computed with static data flow approaches with the ones observed while executing the program. To this end, the 
paper introduces a dynamic data flow technique that collects the data flow relations observed during testing. The 
experimental data discussed in the paper suggest that data flow testing based on static techniques misses many 
data flow test objectives, and indicate that the amount of missing objectives (false negatives) can be more limiting 
than the amount of infeasible data flow relations identified statically (false positives). This opens a new area of 
research of (dynamic) data flow testing techniques that can better encompass the test objectives of data flow 
testing. 

 Data-Flow Testing in the Large 
Data-flow (DF) testing was introduced more than thirty years ago aiming at extensively evaluating a program 
structure. It requires tests that traverse a path in which the definition of a variable and its subsequent use, i.e., a 
definition-use association (dua), is exercised. While control-flow testing tools have being able to tackle big systems-
large and long running programs, DF testing tools have failed to do so. This situation is in part due to the costs 
associated with tracking duas at run-time. Recently, an algorithm, called Bitwise Algorithm (BA), which uses bit 
vectors and bitwise operations for tracking intra-procedural duas at run-time, was proposed. This paper presents 
the implementation of BA for programs compiled into bytecodes. Previous approaches were able to deal with small 
to medium size programs with high penalties in terms of execution and memory. Our experimental results show 
that by using BA we are able to tackle large systems with more than 200 KLOCs and 300K required duas. 
Furthermore, for several programs the execution penalty was comparable with that imposed by a popular control-
flow testing tool. 

 Semi-automatic Incompatibility Localization for Re-engineered Industrial Software 
After a legacy system is re-engineered, it is important to perform compatibility testing so as to identify the 
differences and reduce the introduced bugs. We can first apply symbolic execution to obtain an exhaustive set of 
test cases, then use them to check the compatibility of the old system and the new one. However there may be a 
lot of failed test cases which are a mix of erroneous and allowable incompatibilities. To locate the causes of failures 
detected during the testing, we apply multiple statistical bug localization techniques. We are able to localize 90% of 
the incompatibilities in 10% of the code for an industrial application with around 20k lines by Tarantula. And we 
identify the characteristics of failure causes which are difficult to be detected by statistical bug localization. 

 Automated Multi-platform Testing and Code Coverage Analysis of the CP2K Application 
CP2K is a widely used application for atomistic simulation that can execute on a range of architectures. Consisting 
of more than one million lines of Fortran 95 code, the application is tested for correctness with a set of about 2,500 
inputs using a dedicated regression testing environment. CP2K can be built with many compilers and executed on 
different serial and parallel platforms, thus making comprehensive testing even more challenging. This paper 
presents an effort to improve the existing testing process of CP2K in order to better support its continuing 
development. Enhancements have been made to the regression testing environment to support multi-platform 
testing and a new automated multi-platform testing system has been developed to check the code on a regular 
basis. Also, tools have been used to gain code coverage information for different test configurations. All the 
information is aggregated and displayed on the dedicated web page. 

EE Test Case Reuse in Enterprise Software Implementation -- An Experience Report 
Organizations are making substantial investments in Enterprise Software Implementation (ESI). IT service providers 
(ITSP) execute a large number of ESI projects, and these projects tend to have severe cost and schedule constraints. 
Tata Consultancy Services (TCS) is an ITSP that has developed a reusable test case repository with an objective of 
reducing the cost of testing in ESI projects. We conducted a study of the reuse program to analyze its impact. A set 
of metrics were defined and relevant data was gathered from users of the repository. In this paper, we document 
the findings of the study. Users of this repository have reported cost savings of up to 14.5% in their test design 
efforts. We describe the repository structure, reuse metrics and experience gained through reuse. We motivate the 
need for further research on test notations/meta-models for transaction-oriented business applications and 
variability management within these models. 

 System Level Combinatorial Testing in Practice -- The Concurrent Maintenance Case Study 
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Combinatorial test design (CTD) is an effective test design technique that reveals faults resulting from parameter 
interactions in a system. CTD requires a test space definition in the form of a set of parameters, their respective 
values, and restrictions on the value combinations. Though CTD is considered an industry best practice, there is 
only a small body of work on the practical application of CTD to industrial systems, and some key elements of the 
CTD application process are under-explored. Specifically, little consideration has been given to the process for 
identifying the parameters of the test space and their interrelations, how to validate the test space definition 
remains an open question, the application of CTD in reported work concentrates mostly on function or interface 
level testing and is hardly expanded to other levels of testing, and there is a significant lack of evaluation of the 
degree to which CTD helped improve the quality of the system under test. In this work, we analyze the continuous 
application of CTD in system test of two large industrial systems: IBM® POWER7® and IBM® System z®. For 
POWER7, CTD was used to design test cases for server concurrent maintenance. The application of CTD was in 
direct response to inconsistent reliability of those features on the prior POWER6® servers, and resulted in 
noteworthy quality improvements on POWER7. Success with POWER7 led to application of the methods to System 
z Enhanced Driver Maintenance testing, also featured in this work. To the best of our knowledge, this is the first 
comprehensive analysis of CTD usage in system test of industrial products, and the first analysis of long term use of 
CTD. We describe the methodology that we followed to define the combinatorial test space, while answering some 
unique challenges rising from the use of CTD to design functional test cases at system level rather than at interface 
or function level. We also describe our methodology for evaluating the test space definition and continuously 
improving it over time. In addition, we describe advanced CTD features that we found helpful for achieving an 
effective yet affordable test plan. Finally, we quantitatively and qualitatively evaluate the overall effectiveness of 
CTD usage, and show that it resulted in significantly improved server concurrent maintenance features. 

EE Impediments for Automated Testing -- An Empirical Analysis of a User Support Discussion Board 
To better understand the challenges encountered by users and developers of automatic software testing, we have 
performed an empirical investigation of a discussion board used for support of a test automation framework having 
several hundred users. The messages on the discussion board were stratified into problem reports, help requests, 
development information, and feature requests. The messages in the problem report and help request strata were 
then sampled and analyzed using thematic analysis, searching for common patterns. Our analysis indicate that a 
large part of the impediments discussed on the board are related to issues related to the centralized IT 
environment, and to erroneous behaviour connected to the use of the framework and related components. We 
also observed a large amount of impediments related to the use of software development tools. Turning to the 
help requests, we found that the majority of the help requests were about designing test scripts and not about the 
areas that appear to be most problematic. From our results and previous publications, we see a clear need to 
simplify the use, installation, and configuration of test systems of this type. The problems attributable to software 
development tools suggest that testers implementing test automation need more skills in handling those tools, 
than historically has been assumed. Finally, we propose that further research into the benefits of centralization of 
tools and IT environments, as well as structured deployment and efficient use of test automation, is performed. 

TG Automatic Testing of Natural User Interfaces 
Automated test generation can effectively explore programs through their programmer interfaces and traditional 
graphical user interfaces, but the recent advent of natural user interfaces (NUI) based on motion and gesture 
detection, for example the Microsoft Kinect, has outrun software testing research. This leaves a rapidly growing 
domain of software ranging from entertainment to medical applications without suitable test automation 
techniques. To address this issue, we propose a technique that automatically tests Kinect-based applications by 
synthesising realistic sequences of skeletal movement. The novel test cases are generated by a statistical model, 
which is trained on a corpus of common gestures. Evaluation on a gesture-controlled Kinect web browser 
application demonstrates that our approach achieves significantly higher code coverage than random test inputs. 

TG A Data-Agnostic Approach to Automatic Testing of Multi-dimensional Databases 
This paper presents a data-agnostic testing technique for multi-dimensional databases (OLAP cubes), with a fault-
model, a test-coverage-model, a test automation technique and a technique for tests generation. The test 
generation is mostly suitable for systems with little or no transformation between the data loaded from the source, 
relational system and the data loaded into the target, analytical one, while the faults and coverage model 
discussions are broadly applicable. We present the main design considerations for the proposed testing approach 
and describe the implementation of the framework for test automation and of the test generation tool. The gains 
in tests maintainability, reliability and failure analysis effort are assessed in comparison with a record-and-replay 
technique using as show-case the test suites for the OLAP cubes delivered out-of-the-box with the Business 
Intelligence modules of the Microsoft Dynamics AX® Enterprise Resource Planning system. 

 Automated Bug Finding in Video Games: A Case Study for Runtime Monitoring 
Runtime verification is the process of observing a sequence of events generated by a running system and 
comparing it to some formal specification for potential violations. We show how the use of a runtime monitor can 
greatly speed up the testing phase of a video game under development, by automating the detection of bugs when 
the game is being played. We take advantage of the fact that a video game, contrarily to generic software, follows 
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a special structure that contains a "game loop", this game loop can be used to centralize the instrumentation and 
generate events based on the game's internal state. We report on experiments made on a sample of five real-world 
video games of various genres and sizes, by successfully incrementing and efficiently monitoring various temporal 
properties over their execution-including actual bugs reported in the games' bug tracking database in the course of 
their development. 

 Ask the Mutants: Mutating Faulty Programs for Fault Localization 
We present MUSE (MUtation-baSEd fault localization technique), a new fault localization technique based on 
mutation analysis. A key idea of MUSE is to identify a faulty statement by utilizing different characteristics of two 
groups of mutants-one that mutates a faulty statement and the other that mutates a correct statement. We also 
propose a new evaluation metric for fault localization techniques based on information theory, called Locality 
Information Loss (LIL): it can measure the aptitude of a localization technique for automated fault repair systems as 
well as human debuggers. The empirical evaluation using 14 faulty versions of the five real-world programs shows 
that MUSE localizes a fault after reviewing 7.4 statements on average, which is about 25 times more precise than 
the state-of-the-art SBFL technique Op2. 

 Reproducing Field Failures for Programs with Complex Grammar-Based Input 
To isolate and fix failures that occur in the field, after deployment, developers must be able to reproduce and 
investigate such failures in-house. In practice, however, bug reports rarely provide enough information to recreate 
field failures, thus making in-house debugging an arduous task. This task becomes even more challenging for 
programs whose input must adhere to a formal specification, such as a grammar. To help developers address this 
issue, we propose an approach for automatically generating inputs that recreate field failures in-house. Given a 
faulty program and a field failure for this program, our approach exploits the potential of grammar-guided genetic 
programming to iteratively find legal inputs that can trigger the observed failure using a limited amount of runtime 
data collected in the field. When applied to 11 failures of 5 real-world programs, our approach was able to 
reproduce all but one of the failures while imposing a limited amount of overhead. 

TG Efficient Leveraging of Symbolic Execution to Advanced Coverage Criteria 
Automatic test data generation (ATG) is a major topic in software engineering. In this paper, we bridge the gap 
between the coverage criteria supported by state-of-the-art white-box ATG technologies, especially Dynamic 
Symbolic Execution, and advanced coverage criteria found in the literature. We define a new testing criterion, label 
coverage, and prove it to be both expressive and amenable to efficient automation. We propose several innovative 
techniques resulting in an effective blackbox support for label coverage, while a direct approach induces an 
exponential blow-up of the search space. Experiments show that our optimisations yield very significant savings 
allowing to leverage ATG to label coverage with only a slight overhead. 

TG Automated Generation of Oracles for Testing User-Interaction Features of Mobile Apps 
As the use of mobile devices becomes increasingly ubiquitous, the need for systematically testing applications 
(apps) that run on these devices grows more and more. However, testing mobile apps is particularly expensive and 
tedious, often requiring substantial manual effort. While researchers have made much progress in automated 
testing of mobile apps during recent years, a key problem that remains largely untracked is the classic oracle 
problem, i.e., to determine the correctness of test executions. This paper presents a novel approach to 
automatically generate test cases, that include test oracles, for mobile apps. The foundation for our approach is a 
comprehensive study that we conducted of real defects in mobile apps. Our key insight, from this study, is that 
there is a class of features that we term user-interaction features, which is implicated in a significant fraction of 
bugs and for which oracles can be constructed - in an application agnostic manner -- based on our common 
understanding of how apps behave. We present an extensible framework that supports such domain specific, yet 
application agnostic, test oracles, and allows generation of test sequences that leverage these oracles. Our tool 
embodies our approach for generating test cases that include oracles. Experimental results using 6 Android apps 
show the effectiveness of our tool in finding potentially serious bugs, while generating compact test suites for user-
interaction features. 

 Automated Test Generation from Vulnerability Signatures 
Web applications need to validate and sanitize user inputs in order to avoid attacks such as Cross Site Scripting 
(XSS) and SQL Injection. Writing string manipulation code for input validation and sanitization is an error-prone 
process leading to many vulnerabilities in real-world web applications. Automata-based static string analysis 
techniques can be used to automatically compute vulnerability signatures (represented as automata) that 
characterize all the inputs that can exploit a vulnerability. However, there are several factors that limit the 
applicability of static string analysis techniques in general: 1) undesirability of static string analysis requires the use 
of approximations leading to false positives, 2) static string analysis tools do not handle all string operations, 3) 
dynamic nature of the scripting languages makes static analysis difficult. In this paper, we show that vulnerability 
signatures computed for deliberately insecure web applications (developed for demonstrating different types of 
vulnerabilities) can be used to generate test cases for other applications. Given a vulnerability signature 
represented as an automaton, we present algorithms for test case generation based on state, transition, and path 
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coverage. These automatically generated test cases can be used to test applications that are not analyzable 
statically, and to discover attack strings that demonstrate how the vulnerabilities can be exploited. 

 Experimental Evaluation of SDL and One-Op Mutation for C 
Mutation analysis modifies a program by applying syntactic rules, called mutation operators, systematically to 
create many versions of the program (mutants) that differ in small ways. Testers then design tests to cause the 
mutants to behave differently from the original program. Mutation testing is widely considered to result in very 
effective tests, however, it is also quite costly. Cost comes from the many mutants that are created, the number of 
tests that are needed to kill the mutants, and the difficulty of deciding whether mutants behave equivalently to the 
original program. One-op mutation theorizes that cost can be reduced by using a single, very powerful, mutation 
operator that leads to tests that are almost as effective as if all operators are used. Previous research proposed the 
statement deletion operator (SDL) and found promising results. This paper investigates the use of SDL-mutation in 
a new context, the language C, and poses additional empirical questions, including whether other operators can be 
used. We carried out a controlled experiment in which cost and effectiveness of each individual C mutation 
operator were collected for 39 different subject programs. Experimental data are used to define a cost-
effectiveness metric to choose the best single operator for one-op mutation. 

 Lazart: A Symbolic Approach for Evaluation the Robustness of Secured Codes against Control Flow Injections 
In the domain of smart cards, secured devices must be protected against high level attack potential [1]. According 
to norms such as the Common Criteria [2], the vulnerability analysis must cover the current state-of-the-art in term 
of attacks. Nowadays, a very classical type of attack is fault injection, conducted by means of laser based 
techniques. We propose a global approach, called Lazart, to evaluate code robustness against fault injections 
targeting control flow modifications. The originality of Lazart is two folds. First, we encompass the evaluation 
process as a whole: starting from a fault model, we produce (or establish the absence of) attacks, taking into 
consideration software countermeasures. Furthermore, according to the near state-of-the-art, our methodology 
takes into account multiple transient fault injections and their combinatory. The proposed approach is supported 
by an effective tool suite based on the LLVM format [3] and the KLEE symbolic test generator [4]. 

TG, EE An Evaluation of Model-Based Testing in Embedded Applications 
Testing is one of the most important quality assurance techniques for software. Automating the test design allows 
for automatically creating test suites from high-level system descriptions or test descriptions. Furthermore, it 
enables testers to automatically adapt the test suites to potentially recently changed descriptions. In model-based 
testing, models are used to automatically create test cases. Case studies report of an effort reduction in test design 
between 20 and 85 percent. In this paper, we report on a pilot project for introducing model-based testing in an 
industrial context. For such a pilot project, it is necessary to adapt the existing workflows and tool chains, to train 
the staff, and to adapt the assets of the company. The goal is to show the full applicability of the technique at the 
customer site. We present the evaluations, the lessons learned, and compare the efforts of model-based and 
manual test design for this example. This paper is not 'generally valid' in the sense that the results are reproducible 
for other projects and domains. Instead, our intention is to provide guidance for setting up similar evaluations. 

 Sanitizing and Minimizing Databases for Software Application Test Outsourcing 
Testing software applications that use nontrivial databases is increasingly outsourced to test centers in order to 
achieve lower cost and higher quality. Not only do different data privacy laws prevent organizations from sharing 
this data with test centers because databases contain sensitive information, but also this situation is aggravated by 
big data - it is time consuming and difficult to anonymize, distribute, and test with large databases. Deleting data 
randomly often leads to significantly worsened test coverages and fewer uncovered faults, thereby reducing the 
quality of software applications. We propose a novel approach for Protecting and mInimizing databases for 
Software TestIng taSks (PISTIS) that both sanitizes and minimizes a database that comes along with an application. 
PISTIS uses a weight-based data clustering algorithm that partitions data in the database using information 
obtained using program analysis that describes how this data is used by the application. For each cluster, a centroid 
object is computed that represents different persons or entities in the cluster, and we use associative rule mining 
to compute and use constraints to ensure that the centroid objects are representative of the general population of 
the data in the cluster. Doing so also sanitizes information, since these centroid objects replace the original data to 
make it difficult for attackers to infer sensitive information. Thus, we reduce a large database to a few centroid 
objects and we show in our experiments with two applications that test coverage stays within a close range to its 
original level. 

 Cause Reduction for Quick Testing 
In random testing, it is often desirable to produce a "quick test" -- an extremely inexpensive test suite that can 
serve as a frequently applied regression and allow the benefits of random testing to be obtained even in very slow 
or over-subscribed test environments. Delta debugging is an algorithm that, given a failing test case, produces a 
smaller test case that also fails, and typically executes much more quickly. Delta debugging of random tests can 
produce effective regression suites for previously detected faults, but such suites often have little power for 
detecting new faults, and in some cases provide poor code coverage. This paper proposes extending delta 
debugging by simplifying tests with respect to code coverage, an instance of a generalization of delta debugging we 
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call cause reduction. We show that test suites reduced in this fashion can provide very effective quick tests for real-
world programs. For Mozilla's Spider Monkey JavaScript engine, the reduced suite is more effective for finding 
software faults, even if its reduced runtime is not considered. The effectiveness of a reduction-based quick test 
persists through major changes to the software under test. 

 Model Dependent Test Coverage Variabilities 
During testing as much functionality of the System Under Test (SUT) as possible shall be executed in order to 
determine its functional correctness. The test coverage on behavioral models is a metric for such a determination, 
but can be misleading if the wrong model is used for its calculation. For this reason the model dependent test 
coverage variabilities have to be known. In this paper we investigate the impact of model transformation steps 
from Unified Modeling Language (UML) state machines to Extended Symbolic Transition Systems (ESTSs) on the 
test coverage and discuss variabilities if other models like Extended Finite State Machines (EFSMs) are used. We 
qualitatively compare the syntax of models used for model-based testing and their coverage variabilities. We 
propose solutions to mitigate them in order to support model selection. The conducted analysis identifies the 
model syntax elements causing the coverage variabilities, which are experimentally confirmed on an industrial use 
case using the test case generation tool STATION. 

 Hybrid Directed Test Suite Augmentation: An Interleaving Framework 
Test suite augmentation techniques generate test cases to cover code missed by existing regression test suites. 
Various augmentation techniques have been proposed, utilizing several test case generation algorithms. Research 
has shown that different algorithms have different strengths, and that combining them into a single hybrid 
approach may be cost-effective. In this paper we present a framework for hybrid test suite augmentation that 
allows test case generation algorithms to be interleaved dynamically and that can easily incorporate new 
algorithms, interleaving strategies, and choices of other parameters that influence algorithm performance. We 
empirically study an implementation of this framework in which we use two test case generation algorithms and 
several algorithm interleavings. Our results show that specific instantiations of our framework can produce 
augmentation techniques that are more cost-effective than others, and illustrate tradeoffs between instantiations. 

 An Assessment of the Quality of Automated Program Operator Repair 
Automated program repair (APR) techniques fix faults by repeatedly modifying suspicious code until a program 
passes a set of test cases. Although generating a repair is the goal of APR, a repair can have negative consequences. 
The quality of a repair is reduced when the repair introduces new faults and/or degrades maintainability by adding 
irrelevant but functionally benign code. We used two APR approaches to repair faulty binary operators: (1) find a 
repair in existing code by applying a genetic algorithm to replace suspicious code with other existing code as done 
by GenProg, and (2) mutate suspicious operators within a genetic algorithm. Mutating operators was clearly more 
effective in repairing faulty operators than using existing code for a repair. We also evaluated the approaches in 
terms of two potential negative effects: (1) the introduction of new faults and (2) a reduction of program 
maintainability. We found that repair processes that use tests that satisfy branch coverage reduce the number of 
new faults. In contrast, repair processes using tests that satisfy statement coverage and randomly generated tests 
introduce numerous new faults. We also demonstrate that a mutation based repair process produces repairs that 
should be more maintainable compared to those produced using existing code. 

RT Supporting Regression Test Scoping with Visual Analytics 
Background: Test managers have to repeatedly select test cases for test activities during evolution of large 
software systems. Researchers have widely studied automated test scoping, but have not fully investigated 
decision support with human interaction. We previously proposed the introduction of visual analytics for this 
purpose. Aim: In this empirical study we investigate how to design such decision support. Method: We explored 
the use of visual analytics using heat maps of historical test data for test scoping support by letting test managers 
evaluate prototype visualizations in three focus groups with in total nine industrial test experts. Results: All test 
managers in the study found the visual analytics useful for supporting test planning. However, our results show 
that different tasks and contexts require different types of visualizations. Conclusion: Important properties for test 
planning support are: ability to overview testing from different perspectives, ability to filter and zoom to compare 
subsets of the testing with respect to various attributes and the ability to manipulate the subset under analysis by 
selecting and deselecting test cases. Our results may be used to support the introduction of visual test analytics in 
practice. 

TG Adding Contextual Guidance to the Automated Search for Probabilistic Test Profiles 
Statistical testing is a probabilistic approach to test data generation that has been demonstrated to be very 
effective at revealing faults. Its premise is to compensate for the imperfect connection between coverage criteria 
and the faults to be revealed by exercising each coverage element several times with different random data. The 
cornerstone of the approach is the often complex task of determining a suitable input profile, and recent work has 
shown that automated metaheuristic search can be a practical method of synthesising such profiles. The starting 
point of this paper is the hypothesis that, for some software, the existing grammar-based representation used by 
the search algorithm fails to capture important relationships between input arguments and this can limit the fault-
revealing power of the synthesised profiles. We provide evidence in support of this hypothesis, and propose a 
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solution in which the user provides some basic contextual knowledge to guide the search. Empirical results for two 
case studies are promising: knowledge gained by a very straightforward review of the software-under-test is 
sufficient to dramatically increase the efficacy of the profiles synthesised by search. 

 Multi-objective Test Suite Optimization for Incremental Product Family Testing 
The design of an adequate test suite is usually guided by identifying test requirements which should be satisfied by 
the selected set of test cases. To reduce testing costs, test suite minimization heuristics aim at eliminating 
redundancy from existing test suites. However, recent test suite minimization approaches lack (1) to handle test 
suites commonly derived for families of similar software variants under test, and (2) to incorporate fine-grained 
information concerning cost/profit goals for test case selection. In this paper, we propose a formal framework to 
optimize test suites designed for sets of software variants under test w.r.t. multiple conflicting cost/profit 
objectives. The problem representation is independent of the concrete testing methodology. We apply integer 
linear programming (ILP) to approximate optimal solutions. We further develop an efficient incremental heuristic 
for deriving a sequence of representative software variants to be tested for approaching optimal profits under 
reduced costs. We evaluated the algorithm by comparing its outcome to the optimal solution. 

 SimLatte: A Framework to Support Testing for Worst-Case Interrupt Latencies in Embedded Software 
Embedded systems tend to be interrupt-driven, yet the presence of interrupts can affect system dependability 
because there can be delays in servicing interrupts. Such delays can occur when multiple interrupt service routines 
and interrupts of different priorities compete for resources on a given CPU. For this reason, researchers have 
sought approaches by which to estimate worst-case interrupt latencies (WCILs) for systems. Most existing 
approaches, however, are based on static analysis. In this paper, we present SIMLATTE, a testing-based approach 
for finding WCILs. SIMLATTE uses a genetic algorithm for test case generation that converges on a set of inputs and 
interrupt arrival points that are likely to expose WCILs. It also uses an opportunistic interrupt invocation approach 
to invoke interrupts at a variety of feasible locations. Our evaluation of SIMLATTE on several non-trivial embedded 
systems reveals that it is considerably more effective and efficient than random testing. We also determine that 
the combination of the genetic algorithm and opportunistic interrupt invocation allows SIMLATTE to perform 
better than it can when using either one in isolation. 

TG T-Fuzz: Model-Based Fuzzing for Robustness Testing of Telecommunication Protocols 
Telecommunication networks are crucial in today's society since critical socio-economical and governmental 
functions depend upon them. High availability requirements, such as the "five nines" uptime availability, permeate 
the development of telecommunication applications from their design to their deployment. In this context, 
robustness testing plays a fundamental role in software quality assurance. We present T-Fuzz - a novel fuzzing 
framework that integrates with existing conformance testing environment. Automated model extraction of 
telecommunication protocols is provided to enable better code testing coverage. The T-Fuzz prototype has been 
fully implemented and tested on the implementation of a common LTE protocol within existing testing facilities. 
We provide an evaluation of our framework from both a technical and a qualitative point of view based on 
feedback from key testers. T-Fuzz has shown to enhance the existing development already in place by finding 
previously unseen unexpected behaviour in the system. Furthermore, according to the testers, T-Fuzz is easy to use 
and would likely result in time savings as well as more robust code. 

EE Validation of Software Testing Experiments: A Meta-Analysis of ICST 2013 
Researchers in software testing are often faced with the following problem of empirical validation: does a new 
testing technique actually help analysts find more faults than some baseline method? Researchers evaluate their 
contribution using statistics to refute the null hypothesis that their technique is no better at finding faults than the 
state of the art. The decision as to which statistical methods are appropriate is best left to an expert statistician, 
but the reality is that software testing researchers often don't have this luxury. We developed an algorithm, Means 
Test, to help automate some aspects of statistical analysis. We implemented Means Test in the statistical software 
environment R, encouraging reuse and decreasing the need to write and test statistical analysis code. Our 
experiment showed that Means Test has significantly higher F-measures than several other common hypothesis 
tests. We applied Means Test to systematically validate the work presented at the 2013 IEEE Sixth International 
Conference on Software Testing, Verification, and Validation (ICST'13). We found six papers that potentially 
misstated the significance of their results. Means Test provides a free and easy-to-use possibility for researchers to 
check whether their chosen statistical methods and the results obtained are plausible. It is available for download 
at coest.org. 

 Do System Test Cases Grow Old? 
Companies increasingly use either manual or automated system testing to ensure the quality of their software 
products. As a system evolves and is extended with new features the test suite also typically grows as new test 
cases are added. To ensure software quality throughout this process the test suite is continously executed, often 
on a daily basis. It seems likely that newly added tests would be more likely to fail than older tests but this has not 
been investigated in any detail on large-scale, industrial software systems. Also it is not clear which methods should 
be used to conduct such an analysis. This paper proposes three main concepts that can be used to investigate aging 
effects in the use and failure behaviour of system test cases: test case activation curves, test case hazard curves, 
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and test case half-life. To evaluate these concepts and the type of analysis they enable we apply them on an 
industrial software system containing more than one million lines of code. The data sets comes from a total of 
1,620 system test cases executed a total of more than half a million times over a time period of two and a half 
years. For the investigated system we find that system test cases stay active as they age but really do grow old, 
they go through an infant mortality phase with higher failure rates which then decline over time. The test case half-
life is between 5 to 12 months for the two studied data sets. 

 Model-Based Testing of Video Conferencing Systems: Challenges, Lessons Learnt, and Results 
Model-Based Testing (MBT) is a well-established and intense field of research in academia. It has attracted 
attention of many industries as it can be seen from many industrial experiences of MBT reported in the literature 
and availability of commercial and open source tools in recent years. The thorough and methodical approach of 
MBT facilitates automated testing with the intention of improving the quality of software systems. Every industrial 
application of MBT faces varied challenges depending on the application domain, the current testing practices and 
tools, and the type of testing. Reporting such challenges, their solutions, and lessons learnt provides a body of 
knowledge, which can direct practitioners of MBT for their future applications of MBT. With such aim in our mind, 
we present results from an MBT project that is being carried out for testing embedded video conferencing systems 
developed by Cisco Systems, Inc. Norway for the last several years. We present challenges faced while conducting 
MBT, our solutions, some of the key results, and lessons learnt from our experience. Our experience showed that 
search algorithms provide an efficient solution for test case selection and test data generation. In addition, aspect-
oriented modeling provides a scalable modeling solution for non-functional testing. Finally, we learned that model 
transformation offers an elegant solution for developing a model-based test case generation tool. All of our results 
are based on a large number of rigorous empirical evaluations. 

TG, EE An Empirical Analysis of Test Oracle Strategies for Model-Based Testing 
Model-based testing is a technique to design abstract tests from models that partially describe the system's 
behaviour. Abstract tests are transformed into concrete tests, which include test input values, expected outputs, 
and test oracles. Although test oracles require significant investment and are crucial to the success of the testing, 
we have few empirical results about how to write them. With the same test inputs, test oracles that check more of 
the program state have the potential to reveal more failures, but may also cost more to design and create. This 
research defines six new test oracle strategies that check different parts of the program state different numbers of 
times. The experiment compared the six test oracle strategies with two baseline test oracle strategies. The null test 
oracle strategy just checks whether the program crashes and the state invariant test oracle strategy checks the 
state invariants in the model. The paper presents five main findings. (1) Testers should check more of the program 
state than just runtime exceptions. (2) Test oracle strategies that check more program states do not always reveal 
more failures than strategies that check fewer states. (3) Test oracle strategies that check program states multiple 
times are slightly more effective than strategies that check the same states just once. (4) Edge-pair coverage did 
not detect more failures than edge coverage with the same test oracle strategy. (5) If state machine diagrams are 
used to generate tests, checking state invariants is a reasonably effective low cost approach. In summary, the state 
invariant test oracle strategy is recommended for testers who do not have enough time. Otherwise, testers should 
check state invariants, outputs, and parameter objects. 

 Compositional Specifications for ioco Testing 
Model-based testing is a promising technology for black-box software and hardware testing, in which test cases are 
generated automatically from high-level specifications. Nowadays, systems typically consist of multiple interacting 
components and, due to their complexity, testing presents a considerable portion of the effort and cost in the 
design process. Exploiting the compositional structure of system specifications can considerably reduce the effort 
in model-based testing. Moreover, inferring properties about the system from testing its individual components 
allows the designer to reduce the amount of integration testing. In this paper, we study compositional properties 
of the ioco-testing theory. We propose a new approach to composition and hiding operations, inspired by contract-
based design and interface theories. These operations preserve behaviors that are compatible under composition 
and hiding, and prune away incompatible ones. The resulting specification characterizes the input sequences for 
which the unit testing of components is sufficient to infer the correctness of component integration without the 
need for further tests. We provide a methodology that uses these results to minimize integration testing effort, but 
also to detect potential weaknesses in specifications. While we focus on asynchronous models and the ioco 
conformance relation, the resulting methodology can be applied to a broader class of systems. 

 

ISSTA 2014 – Copyright ACM 
RT Performance regression testing of concurrent classes 

Developers of thread-safe classes struggle with two opposing goals. The class must be correct, which requires 
synchronizing concurrent accesses, and the class should provide reasonable performance, which is difficult to 
realize in the presence of unnecessary synchronization. Validating the performance of a thread-safe class is 
challenging because it requires diverse workloads that use the class, because existing performance analysis 
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techniques focus on individual bottleneck methods, and because reliably measuring the performance of concurrent 
executions is difficult. This paper presents SpeedGun, an automatic performance regression testing technique for 
thread-safe classes. The key idea is to generate multi-threaded performance tests and to compare two versions of 
a class with each other. The analysis notifies developers when changing a thread-safe class significantly influences 
the performance of clients of this class. An evaluation with 113 pairs of classes from popular Java projects shows 
that the analysis effectively identifies 13 performance differences, including performance regressions that the 
respective developers were not aware of. 

RT Verification-aided regression testing 
In this paper we present Verification-Aided Regression Testing (VART), a novel extension of regression testing that 
uses model checking to increase the fault revealing capability of existing test suites. The key idea in VART is to 
extend the use of test case executions from the conventional direct fault discovery to the generation of behavioral 
properties specific to the upgrade, by (i) automatically producing properties that are proved to hold for the base 
version of a program, (ii) automatically identifying and checking on the upgraded program only the properties that, 
according to the developers’ intention, must be preserved by the upgrade, and (iii) reporting the faults and the 
corresponding counter-examples that are not revealed by the regression tests. Our empirical study on both open 
source and industrial software systems shows that VART automatically produces properties that increase the 
effectiveness of testing by automatically detecting faults unnoticed by the existing regression test suites. 

 Virtual DOM coverage for effective testing of dynamic web applications 
Test adequacy criteria are fundamental in software testing. Among them, code coverage criterion is widely used 
due to its simplicity and effectiveness. However, in dynamic web application testing, merely covering server-side 
script code is inadequate because it neglects client-side execution, which plays an important role in triggering 
client-server interactions to reach important execution states. Similarly, a criterion aiming at covering the UI 
elements on client-side pages ignores the server-side execution, leading to insufficiency.  In this paper, we propose 
Virtual DOM (V-DOM) Coverage, a novel criterion, for effective web application testing. With static analysis, we 
first aggregate all the DOM objects that may be produced by a piece of server script to construct a V-DOM tree. 
The tree models execution on both the client- and server-sides such that V-DOM coverage is more effective than 
existing coverage criteria in web application testing. We conduct an empirical study on five real world dynamic web 
applications. We find that V-DOM tree can model much more DOM objects than a web crawling based technique. 
Test selection based on V-DOM tree criterion substantially outperforms the existing code coverage and UI element 
coverage, by detecting more faults. 

 DOM-based test adequacy criteria for web applications 
To assess the quality of web application test cases, web developers currently measure code coverage. Although 
code coverage has traditionally been a popular test adequacy criterion, we believe it alone is not adequate for 
assessing the quality of web application test cases. We propose a set of novel DOM-based test adequacy criteria for 
web applications. These criteria aim at measuring coverage at two granularity levels, (1) the percentage of DOM 
states and transitions covered in the total state space of the web application under test, and (2) the percentage of 
elements covered in each particular DOM state. We present a technique and tool, called DomCovery, which 
automatically extracts and measures the proposed adequacy criteria and generates a visual DOM coverage report. 
Our evaluation shows that there is no correlation between code coverage and DOM coverage. A controlled 
experiment illustrates that participants using DomCovery completed coverage related tasks 22% more accurately 
and 66% faster. 

 Cross-platform feature matching for web applications 
With the emergence of new computing platforms, software written for traditional platforms is being re-targeted to 
reach the users on these new platforms. In particular, due to the proliferation of mobile computing devices, it is 
common practice for companies to build mobile-specific versions of their existing web applications to provide 
mobile users with a better experience. Because the differences between desktop and mobile versions of a web 
application are not only cosmetic, but can also include substantial rewrites of key components, it is not uncommon 
for these different versions to provide different sets of features. Whereas some of these differences are 
intentional, such as the addition of location-based features on mobile devices, others are not and can negatively 
affect the user experience, as confirmed by numerous user reports and complaints. Unfortunately, checking and 
maintaining the consistency of different versions of an application by hand is not only time consuming, but also 
error prone. To address this problem, and help developers in this difficult task, we propose an automated 
technique for matching features across different versions of a multi-platform web application. We implemented 
our technique in a tool, called FMAP, and used it to perform a preliminary empirical evaluation on nine real-world 
multi-platform web applications. The results of our evaluation are promising, as FMAP was able to correctly 
identify missing features between desktop and mobile versions of the web applications considered, as confirmed 
by our analysis of user reports and software fixes for these applications. 

EE, 
Tool 

Covrig: a framework for the analysis of code, test, and coverage evolution in real software 
Software repositories provide rich information about the construction and evolution of software systems. While 
static data that can be mined directly from version control systems has been extensively studied, dynamic metrics 
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concerning the execution of the software have received much less attention, due to the inherent difficulty of 
running and monitoring a large number of software versions. In this paper, we present Covrig, a flexible 
infrastructure that can be used to run each version of a system in isolation and collect static and dynamic software 
metrics, using a lightweight virtual machine environment that can be deployed on a cluster of local or cloud 
machines. We use Covrig to conduct an empirical study examining how code and tests co-evolve in six popular 
open-source systems. We report the main characteristics of software patches, analyse the evolution of program 
and patch coverage, assess the impact of nondeterminism on the execution of test suites, and investigate whether 
the coverage of code containing bugs and bug fixes is higher than average. 

EE CoREBench: studying complexity of regression errors 
Intuitively we know, some software errors are more complex than others. If the error can be fixed by changing one 
faulty statement, it is a simple error. The more substantial the fix must be, the more complex we consider the 
error. In this work, we formally define and quantify the complexity of an error w.r.t. the complexity of the error's 
least complex, correct fix. As a concrete measure of complexity for such fixes, we introduce Cyclomatic Change 
Complexity which is inspired by existing program complexity metrics. Moreover, we introduce CoREBench, a 
collection of 70 regression errors systematically extracted from several open-source C-projects and compare their 
complexity with that of the seeded errors in the two most popular error benchmarks, SIR and the Siemens Suite. 
We find that seeded errors are significantly less complex, i.e., require significantly less substantial fixes, compared 
to actual regression errors. For example, among the seeded errors more than 42% are simple compared to 8% 
among the actual ones. This is a concern for the external validity of studies based on seeded errors and we propose 
CoREBench for the controlled study of regression testing, debugging, and repair techniques. 

TG, RT Using test case reduction and prioritization to improve symbolic execution 
Scaling symbolic execution to large programs or programs with complex inputs remains difficult due to path 
explosion and complex constraints, as well as external method calls. Additionally, creating an effective test 
structure with symbolic inputs can be difficult. A popular symbolic execution strategy in practice is to perform 
symbolic execution not “from scratch” but based on existing test cases. This paper proposes that the effectiveness 
of this approach to symbolic execution can be enhanced by (1) reducing the size of seed test cases and (2) 
prioritizing seed test cases to maximize exploration efficiency. The proposed test case reduction strategy is based 
on a recently introduced generalization of delta debugging, and our prioritization techniques include novel 
methods that, for this purpose, can outperform some traditional regression testing algorithms. We show that 
applying these methods can significantly improve the effectiveness of symbolic execution based on existing test 
cases. 

RT FLOWER: optimal test suite reduction as a network maximum flow 
A trend in software testing is reducing the size of a test suite while preserving its overall quality. Given a test suite 
and a set of requirements covered by the suite, test suite reduction aims at selecting a subset of test cases that 
cover the same set of requirements. Even though this problem has received considerable attention, finding the 
smallest subset of test cases is still challenging and commonly-used approaches address this problem only with 
approximated solutions. When executing a single test case requires much manual effort (e.g., hours of 
preparation), finding the minimal subset is needed to reduce the testing costs. In this paper, we introduce a 
radically new approach to test suite reduction, called FLOWER, based on a search among network maximum flows. 
From a given test suite and the requirements covered by the suite, FLOWER forms a flow network (with specific 
constraints) that is then traversed to find its maximum flows. FLOWER leverages the Ford-Fulkerson method to 
compute maximum flows and Constraint Programming techniques to search among optimal flows. FLOWER is an 
exact method that computes a minimum-sized test suite, preserving the coverage of requirements. The 
experimental results show that FLOWER outperforms a non-optimized implementation of the Integer Linear 
Programming approach by 15-3000 times in terms of the time needed to find an optimal solution, and a simple 
greedy approach by 5-15% in terms of the size of reduced test suite. 

 Coverage and fault detection of the output-uniqueness test selection criteria 
This paper studies the whitebox coverage and fault detection achieved by Output Uniqueness, a newly proposed 
blackbox test criterion, using 6 web applications. We find that output uniqueness exhibits average correlation 
coefficients of 0.85, 0.83 and 0.97 with statement, branch and path coverage respectively. More interestingly, 
output uniqueness finds 92% of the real faults found by branch coverage (and a further 47% that remained 
undetected by such whitebox techniques). These results suggest that output uniqueness may provide a useful 
surrogate when whitebox techniques are inapplicable and an effective complement where they are. 

TG, 
Tool 

Dodona: automated oracle data set selection 
Software complexity has increased the need for automated software testing. Most research on automating testing, 
however, has focused on creating test input data. While careful selection of input data is necessary to reach faulty 
states in a system under test, test oracles are needed to actually detect failures. In this work, we describe Dodona, 
a system that supports the generation of test oracles. Dodona ranks program variables based on the interactions 
and dependencies observed between them during program execution. Using this ranking, Dodona proposes a set of 
variables to be monitored, that can be used by engineers to construct assertion-based oracles. Our empirical study 
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of Dodona reveals that it is more effective and efficient than the current state-of-the-art approach for generating 
oracle data sets, and can often yield oracles that are almost as effective as oracles hand-crafted by engineers 
without support. 

 CrashLocator: locating crashing faults based on crash stacks 
Software crash is common. When a crash occurs, software developers can receive a report upon user permission. A 
crash report typically includes a call stack at the time of crash. An important step of debugging a crash is to identify 
faulty functions, which is often a tedious and labor-intensive task. In this paper, we propose CrashLocator, a 
method to locate faulty functions using the crash stack information in crash reports. It deduces possible crash 
traces (the failing execution traces that lead to crash) by expanding the crash stack with functions in static call 
graph. It then calculates the suspiciousness of each function in the approximate crash traces. The functions are 
then ranked by their suspiciousness scores and are recommended to developers for further investigation. We 
evaluate our approach using real-world Mozilla crash data. The results show that our approach is effective: we can 
locate 50.6%, 63.7% and 67.5% of crashing faults by examining top 1, 5 and 10 functions recommended by 
CrashLocator, respectively. Our approach outperforms the conventional stack-only methods significantly. 

TG Automated testing for SQL injection vulnerabilities: an input mutation approach 
Web services are increasingly adopted in various domains, from finance and e-government to social media. As they 
are built on top of the web technologies, they suffer also an unprecedented amount of attacks and exploitations 
like the Web. Among the attacks, those that target SQL injection vulnerabilities have consistently been top-ranked 
for the last years. Testing to detect such vulnerabilities before making web services public is crucial. We present in 
this paper an automated testing approach, namely μ4SQLi, and its underpinning set of mutation operators. μ4SQLi 
can produce effective inputs that lead to executable and harmful SQL statements. Executability is key as otherwise 
no injection vulnerability can be exploited. Our evaluation demonstrated that the approach is effective to detect 
SQL injection vulnerabilities and to produce inputs that bypass application firewalls, which is a common 
configuration in real world. 

RT Reducing GUI test suites via program slicing 
A crucial problem in GUI testing is the identification of accurate event sequences that encode corresponding user 
interactions with the GUI. Ultimately, event sequences should be both feasible (i. e., executable on the GUI) and 
relevant (i.e., cover as much of the code as possible). So far, most work on GUI testing focused on approaches to 
generate feasible event sequences. In addition, based on event dependency analyses, a recently proposed static 
analysis approach systematically aims at selecting both relevant and feasible event sequences. However, statically 
analyzing event dependencies can cause the generation of a huge number of event sequences, leading to 
unmanageable GUI test suites that are not executable within reasonable time. In this paper we propose a refined 
static analysis approach based on program slicing. On the theoretical side, our approach identifies and eliminates 
redundant event sequences in GUI test suites. Redundant event sequences have the property that they are 
guaranteed to not affect the test effectiveness. On the practical side, we have implemented a slicing-based test 
suite reduction algorithm that approximatively identifies redundant event sequences. Our experiments on six open 
source GUI applications show that our reduction algorithm significantly reduces the size of GUI test suites. As a 
result, the overall execution time could significantly be reduced without losing test effectiveness. 

 SunCat: helping developers understand and predict performance problems in smartphone applications 
The number of smartphones shipped in 2014 will be four times larger than the number of PCs. Compared to PCs, 
smartphones have limited computing resources, and smartphone applications are more prone to performance 
problems. Traditionally, developers use profilers to detect performance problems by running applications with 
relatively large inputs. Unfortunately, for smartphone applications, the developer cannot easily control the input, 
because smartphone applications interact heavily with the environment. Given a run on a small input, how can a 
developer detect performance problems that would occur for a run with large input? We present SUNCAT, a novel 
technique that helps developers understand and predict performance problems in smartphone applications. The 
developer runs the application using a common input, typically small, and SUNCAT presents a prioritized list of 
repetition patterns that summarize the current run plus additional information to help the developer understand 
how these patterns may grow in the future runs with large inputs. We implemented SUNCAT for Windows Phone 
systems and used it to understand the performance characteristics of 29 usage scenarios in 5 popular applications. 
We found one performance problem that was confirmed and fixed, four problems that were confirmed, one 
confirmed problem that was a duplicate of an older report, and three more potential performance problems that 
developers agree may be improved. 

 A variability-based testing approach for synthesizing video sequences 
A key problem when developing video processing software is the difficulty to test different input combinations. In 
this paper, we present VANE, a variability-based testing approach to derive video sequence variants. The ideas of 
VANE are i) to encode in a variability model what can vary within a video sequence; ii) to exploit the variability 
model to generate testable configurations; iii) to synthesize variants of video sequences corresponding to 
configurations. VANE computes T-wise covering sets while optimizing a function over attributes. Also, we present a 
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preliminary validation of the scalability and practicality of VANE in the context of an industrial project involving the 
test of video processing algorithms. 

 Robust test automation using contextual clues 
Despite the seemingly obvious advantage of test automation, significant skepticism exists in the industry regarding 
its cost-benefit tradeoffs. Test scripts for web applications are fragile: even small changes in the page layout can 
break a number of tests, requiring the expense of re-automating them. Moreover, a test script created for one 
browser cannot be relied upon to run on a different web browser: it requires duplicate effort to create and 
maintain versions of tests for a variety of browsers. Because of these hidden costs, organizations often fall back to 
manual testing. We present a fresh solution to the problem of test-script fragility. Often, the root cause of test-
script fragility is that, to identify UI elements on a page, tools typically record some metadata that depends on the 
internal representation of the page in a browser. Our technique eliminates metadata almost entirely. Instead, it 
identifies UI elements relative to other prominent elements on the page. The core of our technique automatically 
identifies a series of contextual clues that unambiguously identify a UI element, without recording anything about 
the internal representation. Empirical evidence shows that our technique is highly accurate in computing 
contextual clues, and outperforms existing techniques in its resilience to UI changes as well as browser changes.  

RT Integrated energy-directed test suite optimization 
In situ testing techniques have become an important means of ensuring the reliability of embedded systems after 
they are deployed in the field. However, these techniques do not help testers optimize the energy consumption of 
their in situ test suites, which can needlessly waste the limited battery power of these systems. In this work, we 
extend prior techniques for test suite minimization in such a way as to allow testers to generate energy-efficient, 
minimized test suites with only minimal modifications to their existing work flow. We perform an extensive 
empirical evaluation of our approach using the test suites provided for real world applications. The results of the 
evaluation show that our technique is effective at generating, in less than one second, test suites that consume up 
to 95% less energy while maintaining coverage of the testing requirements. 

 Identifying optimal trade-offs between CPU time usage and temporal constraints using search 
Integration of software from different sources is a critical activity in many embedded systems across most industry 
sectors. Software integrators are responsible for producing reliable systems that fulfil various functional and 
performance requirements. In many situations, these requirements inversely impact one another. In particular, 
embedded system integrators often need to make compromises regarding some of the functional system 
properties to optimize the use of various resources, such as CPU time. In this paper, motivated by challenges faced 
by industry, we introduce a multi-objective decision support approach to help balance the minimization of CPU 
time usage and the satisfaction of temporal constraints in automotive systems. We develop a multi-objective, 
search-based optimization algorithm, specifically designed to work for large search spaces, to identify optimal 
trade-off solutions fulfilling these two objectives. We evaluated our algorithm by applying it to a large automotive 
system. Our results show that our algorithm can find solutions that are very close to the estimated ideal optimal 
values, and further, it finds significantly better solutions than a random strategy while being faster. Finally, our 
approach efficiently identifies a large number of diverse solutions, helping domain experts and other stakeholders 
negotiate the solutions to reach an agreement. 

TG Link: exploiting the web of data to generate test inputs 
Applications that process complex data, such as maps, personal data, book information, travel data, etc., are 
becoming extremely common. Testing such applications is hard, because they require realistic and coherent test 
inputs that are expensive to generate manually and difficult to synthesize automatically. So far the research on test 
case generation techniques has focused mostly on generating test sequences and synthetic test inputs, and has 
payed little attention to the generation of complex test inputs. This paper presents Link, a technique to 
automatically generate test cases for applications that process complex data. The novel idea of Link is to exploit the 
Web of Data to generate test data that match the semantics of the related fields, and satisfy the semantic 
constraints that arise among interrelated fields. Link automatically analyzes the GUI of the application under test, 
generates a model of the required inputs, queries DBPedia to extract the data that can be used in the tests, and 
uses the extracted data to generate complex system test inputs. The experimental results show that Link can 
generate realistic and coherent test inputs that can exercise behaviors difficult to exercise with currently available 
techniques.  

EE Empirically revisiting the test independence assumption 
In a test suite, all the test cases should be independent: no test should affect any other test’s result, and running 
the tests in any order should produce the same test results. Techniques such as test prioritization generally assume 
that the tests in a suite are independent. Test dependence is a little-studied phenomenon. This paper presents five 
results related to test dependence. First, we characterize the test dependence that arises in practice. We studied 
96 real-world dependent tests from 5 issue tracking systems. Our study shows that test dependence can be hard 
for programmers to identify. It also shows that test dependence can cause non-trivial consequences, such as 
masking program faults and leading to spurious bug reports. Second, we formally define test dependence in terms 
of test suites as ordered sequences of tests along with explicit environments in which these tests are executed. We 
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formulate the problem of detecting dependent tests and prove that a useful special case is NP-complete. Third, 
guided by the study of real-world dependent tests, we propose and compare four algorithms to detect dependent 
tests in a test suite. Fourth, we applied our dependent test detection algorithms to 4 real-world programs and 
found dependent tests in each human-written and automatically-generated test suite. Fifth, we empirically 
assessed the impact of dependent tests on five test prioritization techniques. Dependent tests affect the output of 
all five techniques; that is, the reordered suite fails even though the original suite did not. 

Tool Legend: an agile DSL toolset for web acceptance testing 
Agile development emphasizes collaborations among customers, business analysts, domain experts, developers, 
and testers. However, the large scale and rapid pace of many agile projects presents challenges during testing 
activities. Large sets of test artifacts must be comprehensible and available to various stakeholders, traceable to 
requirements, and easily maintainable as the software evolves. In this paper we describe Legend, a toolset that 
leverages domain-specific language to streamline functional testing in agile projects. Some key features of the 
toolset include test template generation from user stories, model-based automation, test inventory 
synchronization, and centralized test tagging. 

Tool ProCrawl: mining test models from multi-user web applications 
Today's web applications demand very high release cycles--and consequently, frequent tests. Automating these 
tests typically requires a behavior model: A description of the states the application can be in, the transitions 
between these states, and the expected results. Furthermore one needs scripts to make the abstract actions 
(transitions) in the model executable. However, specifying such behavior models and writing the necessary scripts 
manually is a hard task. We present ProCrawl (Process Crawler), a tool that automatically mines (extended) finite-
state machines from (multi-user) web applications and generates executable test scripts. ProCrawl explores the 
behavior of the application by systematically generating program runs and observing changes on the application's 
user interface. The resulting models can be directly used for effective model-based testing, in particular regression 
testing. 

Tool X-PERT: a web application testing tool for cross-browser inconsistency detection 
Web applications are popular among developers because of the ease of development and deployment through the 
ubiquitous web browsing platform. However, differences in a web application's execution across different web 
browsers manifest as Cross-browser Inconsistencies (XBIs), which are a serious concern for web developers. Testing 
for XBIs manually is a laborious and error-prone process. In this demo we present X-PERT, which is a tool to identify 
XBIs in web applications automatically, without requiring any effort from the developer. X-PERT implements a 
comprehensive technique to identify XBIs and has been found to be effective in detecting real-world XBIs in our 
empirical evaluation. The source code of X-PERT and XBI reports from our evaluation are available at 
http://gatech.github.io/xpert. 

Tool Extending a search-based test generator with adaptive dynamic symbolic execution 
Automatic unit test generation aims to support developers by alleviating the burden of test writing. Different 
techniques have been proposed over the years, each with distinct limitations. To overcome these limitations, we 
present an extension to the EvoSuite unit test generator that combines two of the most popular techniques for test 
case generation: Search-Based Software Testing (SBST) and Dynamic Symbolic Execution (DSE). A novel integration 
of DSE as a step of local improvement in a genetic algorithm results in an adaptive approach, such that the best test 
generation technique for the problem at hand is favoured, resulting in overall higher code coverage. 

Tool MuCheck: an extensible tool for mutation testing of haskell programs 
This paper presents MuCheck, a mutation testing tool for Haskell programs. MuCheck is a counterpart to the widely 
used QuickCheck random testing tool for functional programs, and can be used to evaluate the efficacy of 
QuickCheck property definitions. The tool implements mutation operators that are specifically designed for 
functional programs, and makes use of the type system of Haskell to achieve a more relevant set of mutants than 
otherwise possible. Mutation coverage is particularly valuable for functional programs due to highly compact code, 
referential transparency, and clean semantics; these make augmenting a test suite or specification based on 
surviving mutants a practical method for improved testing. 

Tool The major mutation framework: efficient and scalable mutation analysis for Java 
Mutation analysis seeds artificial faults (mutants) into a pro gram and evaluates testing techniques by measuring 
how well they detect those mutants. Mutation analysis is well- established in software engineering research but 
hardly used in practice due to inherent scalability problems and the lack of proper tool support. In response to 
those challenges, this paper presents Major, a framework for mutation analysis and fault seeding. Major provides a 
compiler-integrated mutator and a mutation analyzer for JUnit tests. Major implements a large set of optimizations 
to enable efficient and scalable mutation analysis of large software systems. It has already been applied to 
programs with more than 200,000 lines of code and 150,000 mutants. Moreover, Major features its own domain 
specific language and is designed to be highly configurable to support fundamental research in software 
engineering. Due to its efficiency and flexibility, the Major mutation framework is suitable for the application of 
mutation analysis in research and practice. It is publicly available at http://mutation-testing.org. 

EE Defects4J: a database of existing faults to enable controlled testing studies for Java programs 
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Empirical studies in software testing research may not be comparable, reproducible, or characteristic of practice. 
One reason is that real bugs are too infrequently used in software testing research. Extracting and reproducing real 
bugs is challenging and as a result hand-seeded faults or mutants are commonly used as a substitute. This paper 
presents Defects4J, a database and extensible framework providing real bugs to enable reproducible studies in 
software testing research. The initial version of Defects4J contains 357 real bugs from 5 real-world open source 
pro- grams. Each real bug is accompanied by a comprehensive test suite that can expose (demonstrate) that bug. 
Defects4J is extensible and builds on top of each program’s version con- trol system. Once a program is configured 
in Defects4J, new bugs can be added to the database with little or no effort. Defects4J features a framework to 
easily access faulty and fixed program versions and corresponding test suites. This framework also provides a high-
level interface to common tasks in software testing research, making it easy to con- duct and reproduce empirical 
studies. Defects4J is publicly available at http://defects4j.org. 

 

ICTSS 2014 – Copyright Springer 
TG A Framework for Genetic Test-Case Generation for WS-BPEL Compositions 

Search-based testing generates test cases by encoding an adequacy criterion as the fitness function that drives a 
search-based optimization algorithm. Genetic algorithms have been successfully applied in search-based testing: 
while most of them use adequacy criteria based on the structure of the program, some try to maximize the 
mutation score of the test suite. This work presents a genetic algorithm for generating a test suite for mutation 
testing. The algorithm adopts several features from existing bacteriological algorithms, using single test cases as 
individuals and keeping generated individuals in a memory. The algorithm can optionally use automated seeding 
when producing the first population, by taking into account interesting constants in the source code. We have 
implemented this algorithm in a framework and we have applied it to a WS-BPEL composition, measuring to which 
extent the genetic algorithm improves the initial random test suite. We compare our genetic algorithm, with and 
without automated seeding, to random testing. 

TG Plan It! Automated Security Testing Based on Planning 
Testing of web applications for common vulnerabilities still represents a major challenge in the area of security 
testing. The objective here is not necessarily to find new vulnerabilities but to ensure that the web application 
handles well-known attack patterns in a reliable way. Previously developed methods based on formalizing attack 
patterns contribute to the underlying challenge. However, the adaptation of the attack models is not easy and 
requires substantial effort. In order to make modeling easier we suggest representing attacks as a sequence of 
known actions that have to be carried out in order to be successful. Each action has some pre conditions and some 
effects. Hence, we are able to represent testing in this context as a planning problem where the goal is to break the 
application under test. In the paper, we discuss the proposed planning based testing approach, introduce the 
underlying concepts and definitions, and present some experimental results obtained from an implementation. 

TG An Approach to Derive Usage Models Variants for Model-Based Testing 
Testing techniques in industry are not yet adapted for product line engineering (PLE). In particular, Model-based 
Testing (MBT), a technique that allows to automatically generate test cases from requirements, lacks support for 
managing variability (differences) among a set of related product. In this paper, we present an approach to equip 
usage models, a widely used formalism in MBT, with variability capabilities. Formal correspondences are 
established between a variability model, a set of functional requirements, and a usage model. An algorithm then 
exploits the traceability links to automatically derive a usage model variant from a desired set of selected features. 
The approach is integrated into the professional MBT tool MaTeLo and is currently used in industry. 

TG, 
Tool 

AUTSEG: Automatic Test Set Generator for Embedded Reactive Systems 
One of the biggest challenges in hardware and software design is to ensure that a system is error-free. Small errors 
in reactive embedded systems can have disastrous and costly consequences for a project. Preventing such errors by 
identifying the most probable cases of erratic system behavior is quite challenging. In this paper, we introduce an 
automatic test set generator called AUTSEG. Its input is a generic model of the target system, generated using the 
synchronous approach. Our tool finds the optimal preconditions for restricting the state space of the model. It only 
works locally on significant subspaces. Our approach exhibits a simpler and efficient quasi-flattening algorithm than 
existing techniques and a useful compiled form to check security properties and reduce the combinatorial 
explosion problem of state space. To illustrate our approach, AUTSEG was applied to the case of a transportation 
contactless card. 

 Well-Defined Coverage Metrics for the Glass Box Test 
The Glass Box Test (GBT), also known as White Box Test or Structural Test, shows which parts of the program under 
test have, or have not, been executed. Many GBT tools are available for almost any programming language. 
Industry standards for safety-critical software require a very high or even complete coverage. At first glance, the 
GBT seems to be a well-established and mature testing technique that is based on standardized metrics. But on 
closer inspection, there are several serious shortcomings of the underlying models and metrics which lead to very 
imprecise, inconsistent coverage results of the various GBT tools. In this paper, a new and precise model for the 
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GBT is presented. This model is used as a reference for the precise definition of all the popular coverage metrics 
that are around. The tool CodeCover which was developed in the University of Stuttgart is an implementation that 
strictly follows those definitions. 

RT Cutting Time-to-Market by Adopting Automated Regression Testing in a Simulated Environment 
Industrial system development is facing an ever growing complexity of the target applications together with market 
demands of reducing time and costs of products. This issue is even more relevant in safety critical domains, where 
the quality of the system has to be necessarily validated before any release can be placed on the market. 
Bombardier Transportation works in one of such domains, namely rail-equipment development, and has to deal 
with problems related to testing the developed applications in an efficient and effective way while trying to reduce 
costs and time-to-market. This work illustrates the concrete solutions adopted by the company in order to 
effectively test their systems; in particular, they adopt automated regression testing and simulated environments 
to speed-up the process and alleviate the problems due to hardware costs and size as well as the non-reversibility 
of reality. 

TG Testing Robotized Paint System Using Constraint Programming: An Industrial Case Study 
Advanced industrial robots are composed of several independent control systems. Particularly, robots that perform 
process-intensive tasks such as painting, gluing, and sealing have dedicated process control systems that are more 
or less loosely coupled with the motion control system. Validating software for such robotic systems is challenging. 
A major reason for this is that testing the software for such systems requires access to physical systems to test 
many of their characteristics. In this paper, we present a method, developed at ABB Robotics in collaboration with 
SIMULA, for automated testing of such process control systems. Our approach draws on previous work from 
continuous integration and the use of well-established constraint-based testing and optimization techniques. We 
present a constraint-based model for automatically generating test sequences where we both generate and 
execute the tests as part of a continuous integration process. We also present results from a pilot installation at 
ABB Robotic where ABB’s Integrated Process Control system has been tested. The results show that the model is 
both able to discover completely new errors and to detect old reintroduced errors. From this experience, we report 
on lessons learned from implementing an automatic test generation and execution process for a distributed control 
system for industrial robots. 

 What Characterizes a Good Software Tester? – A Survey in Four Norwegian Companies 
The aim of this paper is to identify the most favourable perceived characteristics of software testers and contrast 
them with the group of existing software engineers’ characteristics provided by prior research. We conducted a 
qualitative survey among four software development companies using interviews as a main method for data 
collection and the thematic-analysis approach for analyzing the data. Our findings describe the characteristics 
which are perceived as most valuable for a tester based on the working experience accumulated by the participant 
testers and testing managers. The study findings suggest that there are differences between the characteristics of a 
software engineer and a software tester, with communication and possessing an IT background being cited as the 
most frequently favoured characteristics for ensuring a high performing tester. 

 Towards Testing Self-organizing, Adaptive Systems 
The characteristics of self-adaptive, self-organizing systems lead to a significant higher flexibility and robustness 
against a changing environment. This flexibility makes it hard to test these systems adequately. To assure their 
quality, however, it is inevitable to do so. We introduce a new approach for systematically testing these self-* 
systems based on a feedback control-oriented system architecture called Corridor Enforcing Infrastructure (CEI). 
Thus, it is possible to examine particular situations, where the system is forced to reorganize or adapt to new 
situations. This is where the self-* mechanisms come into play and can be tested separately. 

RT Change Detection System for the Maintenance of Automated Testing 
Maintenance of automated test scripts is one of the important factors leading to success and return of investment 
of the test automation projects. As the key prerequisite to maintain the scripts correctly, we need to be informed 
about all relevant changes in the project scope, specification or system under test to be able to reflect them in 
updates of the test scripts. In this paper we introduce a concept on how to track these changes in semi-automated 
way with acceptable additional effort. The proposed solution is based on automated detection of changes in test 
management and requirement management tools, combined with optional manual inputs and automated scanning 
of changes in system under test user interface. 

TG Search-Based Testing for Embedded Telecom Software with Complex Input Structures 
In this paper, we discuss the application of search-based software testing techniques for unit level testing of a real-
world telecommunication middleware at Ericsson. Our current implementation analyzes the existing test cases to 
handle non-trivial variables such as uninitialized pointers, and to discover any setup code that needs to run before 
the actual test case, such as setting global system parameters. Hill climbing (HC) and (1+1) evolutionary algorithm 
(EA) metaheuristic search algorithms are used to generate input data for branch coverage. We compare HC, 
(1+1)EA, and random search with respect to effectiveness, measured as branch coverage, and efficiency, measured 
as number of executions needed. Difficulties arising from the specialized execution environment and the 
adaptations for handling these problems are also discussed. 



21 
 

MBT 2014, 2013 – Copyright EPTCS 
TG, 
Tool 

Using Formal Specifications to Support Model Based Testing ASDSpec: A Tool Combining the Best of Two 
Techniques 
Formal methods and testing are two important approaches that assist in the development of high quality software. 
For long time these approaches have been seen as competitors and there was very little interaction between the 
two communities. In recent years a new consensus has developed in which they are seen as more complementary. 
In this report we present an approach based on the ASD(Analytical Software Design) suite by Verum and the 
Microsoft Spec Explorer Model Based Testing(MBT) tool. ASD is a model-based design approach that can produce 
verified software components that can be combined into complete systems. However, ASD cannot verify existing 
components, nor complex component interactions involving data transfers. We have developed a tool that allows 
us to convert ASD models to Spec Explorer, allowing us to do more complete verification of software systems using 
dynamic testing at little additional cost and effort. We demonstrate this by applying our approach to an industrial-
size case study. 

TG Verifying Web Applications: From Business Level Specifications to Automated Model-Based Testing 
One of reasons preventing a wider uptake of model-based testing in the industry is the difficulty which is 
encountered by developers when trying to think in terms of properties rather than linear specifications. A disparity 
has traditionally been perceived between the language spoken by customers who specify the system and the 
language required to construct models of that system. The dynamic nature of the specifications for commercial 
systems further aggravates this problem in that models would need to be rechecked after every specification 
change. In this paper, we propose an approach for converting specifications written in the commonly-used quasi-
natural language Gherkin into models for use with a model-based testing tool. We have instantiated this approach 
using QuickCheck and demonstrate its applicability via a case study on the eHealth system, the national health 
portal for Maltese residents. 

 Coverage Criteria for Model-Based Testing using Property Patterns 
We present in this paper a model-based testing approach aiming at generating test cases from a UML/OCL model 
and a given test property. The property is expressed using a dedicated formalism based on patterns, and 
automatically translated into an automaton. We propose new automata coverage criteria that are tailored to the 
property automata we consider. These criteria are based on the coverage of a relevant subset of the transitions 
related to the original property, aiming at producing test cases that illustrate the dynamics of the system described 
in the property. In addition, we propose to produce test cases that can ensure the robustness of the system w.r.t. 
the property, by mutating the property automaton, in order to try to provoke events that would be forbidden by 
the property. This approach has been implemented into a large tool set and it has been experimented on realistic 
case studies, in the context of industrial research projects. 

 Spinal Test Suites for Software Product Lines 
A major challenge in testing software product lines is efficiency. In particular, testing a product line should take less 
effort than testing each and every product individually. We address this issue in the context of input-output 
conformance testing, which is a formal theory of model-based testing. We extend the notion of conformance 
testing on input-output featured transition systems with the novel concept of spinal test suites. We show how this 
concept dispenses with retesting the common behavior among different, but similar, products of a software 
product line. 

TG Generating Complete and Finite Test Suite for ioco: Is It Possible? 
Testing from Input/Output Transition Systems has been intensely investigated. The conformance between the 
implementation and the specification is often determined by the so-called ioco-relation. However, generating tests 
for ioco is usually hindered by the problem of conflicts between inputs and outputs. Moreover, the generation is 
mainly based on nondeterministic methods, which may deliver complete test suites but require an unbounded 
number of executions. In this paper, we investigate whether it is possible to construct a finite test suite which is 
complete in a predefined fault domain for the classical ioco relation even in the presence of input/output conflicts. 
We demonstrate that it is possible under certain assumptions about the specification and implementation, by 
proposing a method for complete test generation, based on a traditional method developed for FSM. 

TG Towards the Usage of MBT at ETSI 
In 2012 the Specialists Task Force (STF) 442 appointed by the European Telcommunication Standards Institute 
(ETSI) explored the possibilities of using Model Based Testing (MBT) for test development in standardization. STF 
442 performed two case studies and developed an MBT-methodology for ETSI. The case studies were based on the 
ETSI-standards GeoNetworking protocol (ETSI TS 102 636) and the Diameter-based Rx protocol (ETSI TS 129 214). 
Models have been developed for parts of both standards and four different MBT-tools have been employed for 
generating test cases from the models. The case studies were successful in the sense that all the tools were able to 
produce the test suites having the same test adequacy as the corresponding manually developed conformance test 
suites. The MBT-methodology developed by STF 442 is based on the experiences with the case studies. It focusses 
on integrating MBT into the sophisticated standardization process at ETSI. This paper summarizes the results of the 
STF 442 work. 
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TG Testing Java implementations of algebraic specifications 
In this paper we focus on exploiting a specification and the structures that satisfy it, to obtain a means of 
comparing implemented and expected behaviours and find the origin of faults in implementations. We present an 
approach to the creation of tests that are based on those specification-compliant structures, and to the 
interpretation of those tests' results leading to the discovery of the method responsible for an eventual test failure. 
Results of comparative experiments with a tool implementing this approach are presented. 

 Top-Down and Bottom-Up Approach for Model-Based Testing of Product Lines 
Systems tend to become more and more complex. This has a direct impact on system engineering processes. Two 
of the most important phases in these processes are requirements engineering and quality assurance. Two 
significant complexity drivers located in these phases are the growing number of product variants that have to be 
integrated into the requirements engineering and the ever growing effort for manual test design. There are 
modeling techniques to deal with both complexity drivers like, e.g., feature modeling and model-based test design. 
Their combination, however, has been seldom the focus of investigation. In this paper, we present two approaches 
to combine feature modeling and model-based testing as an efficient quality assurance technique for product lines. 
We present the corresponding difficulties and approaches to overcome them. All explanations are supported by an 
example of an online shop product line. 

TG Industrial-Strength Model-Based Testing - State of the Art and Current Challenges 
As of today, model-based testing (MBT) is considered as leading-edge technology in industry. We sketch the 
different MBT variants that - according to our experience - are currently applied in practice, with special emphasis 
on the avionic, railway and automotive domains. The key factors for successful industrial-scale application of MBT 
are described, both from a scientific and a managerial point of view. With respect to the former view, we describe 
the techniques for automated test case, test data and test procedure generation for concurrent reactive real-time 
systems which are considered as the most important enablers for MBT in practice. With respect to the latter view, 
our experience with introducing MBT approaches in testing teams are sketched. Finally, the most challenging open 
scientific problems whose solutions are bound to improve the acceptance and effectiveness of MBT in industry are 
discussed. 
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Industry 

Some Relevant Conferences or Magazines 

Name Abbr. Type Talks (2014) 

Software Testing Analysis & Review (STAREAST, STARWEST) STAR conf. 42+ 

Google Test Automation Conference GATC conf. 21 

Software Quality Days  conf.  

EuroSTAR Software Testing Conference  conf. 40+ 

Testing Epxerience TE magazine  

Professional Tester PT magazine  

 

Some Current Topics 
- Test management, test processes 

- Test automation (tools, techniques) 

- Test design techniques 

Some Recent Talks 

STAREAST 2014 – Copyright Software Quality Engineering 
 Exposing Test Management Myths 

We’ve all heard test management myths such as: “Utilize everyone, all the time”, “Don’t let people come to you 
without solutions to problems,” “Training time is useless,” and my all-time favorite “Work smarter.” Are you 
supposed to believe them? Much of what you may have heard about management is myth—based not on 
evidence, but on something from the Industrial Revolution, or something that someone else read in a book that 
does not fit your context. And it may be wrong—dead wrong. As with many myths, they do contain a tiny nugget of 
truth. If you would like to learn what to do instead, to avoid the gridlock of 100 percent utilization, to help people 
develop solutions when they are stuck, to effectively utilize training and which kinds, to work more effectively—the 
kinds of management that works for knowledge workers—join Johanna in exposing test management myths. 

 Testing Lessons Learned from Monty Python 
And now for something completely different. Monty Python's Flying Circus revolutionized comedy and brought 
zany British humor to a worldwide audience. However, buried deep in the hilarity and camouflaged in its twisted 
wit lie many important testing lessons—tips and techniques you can apply to real world problems to deal with 
turbulent projects, changing requirements, and stubborn project stakeholders. Rob Sabourin examines some of the 
most famous Python bits—“The Spanish Inquisition” telling us to expect the unexpected, “The Dead Parrot” asking 
if we should really deliver this product to the customer, “The Argument” teaching us about bug advocacy, “Self 
Defense against Fresh Fruit” demonstrating the need to pick the right testing tool, and a host of other goofy gags, 
each one with a lesson for testers. Learn how to test effectively with persistence, how to make your point with 
effective communication, and how to clarify project goals and requirements. 

 Automation through the Back Door 
When working on test automation, it seems that even though you have done everything right—good architecture, 
efficient framework, and good tools—you still don’t make progress. The product Seretta Gamba’s team was to 
automate had become so successful that anyone with even a little domain knowledge was sent to the field while 
those left on the automation team didn’t really know the full application. In typical Catch-22 fashion, the regression 
testing workload prevented testers from supporting the automation team who therefore could not automate what 
would have effectively reduced the regression test load. Seretta reasoned that since testers used exactly the same 
information needed to execute manual tests, the most efficient way to “harvest” tests would be to extend the test 
automation framework to also support manual testing. Learn how Seretta succeeded in giving better support to 
manual testing while simultaneously collecting the data needed to finally move on with test automation. 

 The Three Pillars Approach to Your Agile Test Strategy 
Far too often, agile transformations focus just on development teams, agile frameworks, or technical practices as 
adoption strategies unfold. Often the testing activity and the testing teams are left behind in agile strategy 
development or worse yet, they are only along for the ride. That’s simply not an effective transformation strategy. 
Join experienced agile coach Bob Galen as he shares the Three Pillars Framework for establishing a balanced 
strategic plan to effectively implement agile quality and testing. The pillars focus on development and test 
automation, testing practices, and whole-team collaboration activities that will ensure you have a balanced 
approach to agile testing and quality. Specifically the framework focuses on effective tactics of risk-based testing, 

http://www.sqe.com/conferences/
https://developers.google.com/google-test-automation-conference/
http://www.testingexperience.com/
http://www.professionaltester.com/
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exploratory testing, paired collaboration around agile requirements, agile test design, and TDD-BDD-functional 
testing automation. Leave with the tools to immediately initiate or rebalance a much more effective agile testing 
strategy. 

 Twelve Tips for Becoming a More Professional Tester 
Many testers feel that their organizations do not treat them with the same level of  professionalism and respect 
that their development peers receive. Testers attribute this to the fact that testing is a relatively “new” profession, 
that few universities grant a formal degree in software testing, and all sorts of other external factors—things 
beyond their control. But, to be perceived as professionals, we need to start by becoming more professional. Joel 
Montvelisky shares a number of things we can do to improve our professionalism while increasing the value of our 
work in our organizations. These simple yet important things include expanding our technical involvement in 
projects, increasing the interaction with our users and their representatives, leading the risk assessment process in 
our projects, and more. Joel reviews twelve specific points—practical tips you can start using right away to become 
a more professional tester. 

 Test Process Improvement in Agile 
Current Test Process Improvement (TPI) models have proven to be a mismatch when used to assess testing in an 
agile context, since it is significantly more difficult to describe how to become more flexible than it is to describe 
how to become more structured. So what’s missing in the current models and how can we help organizations 
improve their testing in an agile environment? Jeroen Mengerink introduces a systematic model to improve the 
testing in agile software development. The Agile Manifesto, the SCRUM process, and the field experience of 
numerous testers form the basis for this new model. Jeroen describes new key areas to consider and describes 
good practices that help mature the agile process. Learn how to improve your testing by using a combination of 
existing and new key process areas. Additionally, discover a set of practices that can add value to your testing 
immediately. 

 The Golden Rules for Managing Large Testing Initiatives 
Large technology transformations and undertakings are challenging because they cut across multiple systems and 
domains of technology and solutions. They involve multiple organizations—from corporate to operations—making 
communication and collaboration challenging. This complication is amplified when the IT organization in these 
large enterprises engages multiple vendors. Krishna Murthy shares his experience on how to tackle such situations 
with customized amalgamations of the best traditional and agile program management practices―Golden Rules of 
Engagement. Krishna introduces a framework based on these rules to manage a large program running at four key 
levels―commercial, financial, technical, and personal. Two of the rules are (1) The entire project team—across 
multiple organizations—should experience the output as a single entity, and (2) Create self-forming, dynamic 
testing teams within temporary static team structures that can collaborate across boundaries. Join Krishna to learn 
about these and other Golden Rules that you should incorporate in your test initiative. 

 Continuous Testing through Service Virtualization 
The demand to accelerate software delivery and for teams to continuously test and release high quality software 
sooner has never been greater. However, whether your release strategy is based on schedule or quality, the entire 
delivery process hits the wall when agility stops at testing. When software/services that are part of the delivered 
system or required environments are unavailable for testing, the entire team suffers. Al Wagner explains how to 
remove these testing interruptions, decrease project risk, and release higher quality software sooner. Using a real-
life example, Al shows you how service virtualization can be applied across the lifecycle to shift integration, 
functional, and performance testing to the left. Gain an understanding of how service virtualization can be 
incorporated into your automated build and deployment process, making continuous testing a reality for your 
organization. Learn what service virtualization can do for you and your stakeholders. The ROI is worth it! 

 Leveraging Open Source Automation: A Selenium WebDriver Example 
As online activities create more revenue than ever, organizations are turning to Selenium both to test their web 
applications and to reduce costs. Since Selenium is open source, there is no licensing fee. However, as with 
purchased tools, the same automation challenges remain, and users do not have formal support and maintenance. 
Proper strategic planning and the use of advanced automation concepts are a must to ensure successful Selenium 
automation efforts. Sharing his experience designing and implementing advanced automation frameworks using 
Selenium WebDriver, David Dang describes the factors necessary to ensure open source automation is right for 
your project. David helps you understand the real effort required to implement WebDriver in a way that will scale 
and minimize script development. Additionally, he dives into must-haves in your Selenium framework design, the 
resource and timeline considerations necessary to implement WebDriver, and the long-term, continual 
improvement enhancements all automation engineers should consider in their Selenium automation 
implementations. 

 Risk-Based Testing for Agile Projects 
Many projects implicitly use some kind of risk-based approach for prioritizing testing activities. However, critical 
testing decisions should be based on a product risk assessment process using key business drivers as its foundation. 
For agile projects, this assessment should be both thorough and lightweight. PRISMA (PRoduct RISk MAnagement) 
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is a highly practical method for performing systematic product risk assessments. Learn how to employ PRISMA 
techniques in agile projects using risk-poker. Carry out risk identification and analysis, see how to use the outcome 
to select the best test approach, and learn how to transform the result into an agile one page sprint test plan. 
Practical experiences are shared and results achieved employing product risk assessments. Learn how to optimize 
your test effort by including product risk assessment in your agile testing practices. 

 Succeeding as an Ethnic or Minority Tester 
No one wishes to see himself as different or treat other people differently because of his uniqueness. 
Unfortunately, we are frequently judged and our skills presumed based on our ethnicity, beliefs, politics, 
appearance, lifestyle, gender, or sexual orientation. Our professional success and our projects’ success can be 
derailed because of lack of understanding, stereotyping, or fear. Our professional environment includes us 
all―brown, black, white, tall, short, male, female, straight, gay, extroverts, and introverts. A team’s strength is built 
on diversity of knowledge and skills, and our differences should be celebrated while managing the realities of 
human relations. Yousef Harfi shares his unique experiences, tips, and stories―some hilarious―that are certain to 
entertain, tickle your thoughts, challenge your knowledge, and provoke some self examination. Let’s share, laugh, 
learn, and build. 

 Improving the Mobile Application User Experience (UX) 
If users can’t figure out how to use your mobile applications and what’s in it for them, they’re gone. Usability and 
UX are key factors in keeping users satisfied so understanding, measuring, testing and improving these factors are 
critical to the success of today’s mobile applications. However, sometimes these concepts can be confusing—not 
only differentiating them but also defining and understanding them. Philip Lew explores the meanings of usability 
and UX, discusses how they are related, and then examines their importance for today’s mobile applications. After 
a brief discussion of how the meanings of usability and user experience depend on the context of your product, Phil 
defines measurements of usability and user experience that you can use right away to quantify these subjective 
attributes. He crystallizes abstract definitions into concepts that can be measured, with metrics to evaluate and 
improve your product, and provide numerous examples to demonstrate the concepts on how to improve your 
mobile app. 

 An Ounce of Prevention... 
We QA professionals know that the ideal is to build quality into a product rather than to test defects out of it. We 
know about the overhead associated with defects and how costs grow over time the later in the development 
process we find defects. If prevention is better than cure, shouldn’t we invest more time and effort in preventing 
defects? Kirk Lee shares the things we testers can do before coding begins to keep defects from being created in 
the first place. Kirk explains how to involve QA at the very beginning of the development process where prevention 
is most valuable. Learn the early indicators that identify and precede potential defects. Kirk shows how timely 
conversations can locate lapses in thinking. He demonstrates how reviews, thought experiments, and early-design 
testing can find flaws in advance. Learn strategies, techniques, and processes you can use to prevent defects at 
every stage of your development process. 

 Testing in the Wild: Practices for Testing Beyond the Lab 
The stakes in the mobile app marketplace are very high, with thousands of apps vying for the limited space on 
users’ mobile devices. Organizations must ensure that their apps work as intended from day one and to do that 
must implement a successful mobile testing strategy leveraging in-the-wild testing. Matt Johnston describes how to 
create and implement a tailored in-the-wild testing strategy to boost app success and improve user experience. 
Matt provides strategies, tips, and real-world examples and advice on topics ranging from fragmentation issues, to 
the different problems inherent in web and mobile apps, to deciding what devices you must test vs. those you 
should test. After hearing real-world examples of how testing in the wild affects app quality, leave with an 
understanding of and actionable information about how to launch apps that perform as intended in the hands of 
end-users—from day one. 

 Implementing Testing for Behavior-Driven Development Using Cucumber 
With the behavior-driven development (BDD) methodology, development teams write high level, plain natural 
language tests to describe and exercise a system. Unfortunately, it is difficult to develop BDD tests that encompass 
all interfaces and write tests that can be reused in multiple scenarios. Specifying BDD tests to run as part of 
different test scenarios without duplicating work frequently requires substantial effort and rework. But Cucumber 
provides a robust framework for writing BDD tests. Max Saperstone shows how—by using Cucumber’s flexible 
structure in combination with the Java language—to write singular tests to run over multiple testing interfaces. 
Building on Cucumber basics, this framework provides a generic model for testing any application. Additionally, 
Max shares some valuable suggestions to build on standard Cucumber reports, gives additional information for 
debugging and traceability, and describes test runners and their inputs to help you create more dynamic testing 
scenarios. 

 Meet Big Agile: Testing on Large-Scale Projects 
Are you embarking on a large-scale, globally distributed, multi-team scrum project? Have you already identified the 
potential testing challenges that lie ahead? Or have you belatedly encountered them and are now working on them 
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in real-time? Five years and more than 200 projects into its agile journey, Dell Enterprise Solutions (ESG) has 
empirically determined that once a project extends beyond three scrum teams, interesting testing challenges 
arise—inconsistent “done” criteria, integration testing underscored by epic/story interdependencies across teams, 
test automation inconsistency, and uncoordinated regression testing. Worse yet, the more teams involved, the less 
likely it is that a single scrum team has the visibility to validate the overall product from a customer usage 
perspective as the product evolves through sprints. Geoff Meyer serves up some lessons learned from within the 
Dell ESG Validation organization as it evolved its agile testing and automation strategies from a waterfall-based 
environment to one that fully embraced agile Scrum across its entire software product portfolio. 

 The Impact of Cognitive Biases on Test and Project Teams 
Teams are a fundamental part of the way we all work. Understanding the ins and outs of team decision making 
makes us better employees, better co-workers, and even better people. As developers and testers, we 
continuously make decisions. Most decisions are based on how the decision maker perceives the information at 
hand. That perception is driven by many factors including cognitive biases—the mental shortcuts we use that lead 
us to simplify, make quick decisions, and ultimately mess up when we’re trying to attack new problems. Biases can 
affect how information is perceived, and how teams and individuals behave. Biases are like optical illusions—we 
see what we want to see, even when we know better. Learn the cognitive biases that affect team thinking and take 
away strategies for how your team can work with and around these biases. Finally, discover how psychology can 
make your team more efficient and effective together. 

 Making Numbers Count: Metrics That Matter 
As testers and test managers, we are frequently asked to report on the progress and results of our testing. The 
question “How is testing going?” may seem simple enough, but our answer is ultimately based on our ability to 
extract useful metrics from our work and present them in a meaningful way. This is particularly important in agile 
environments, where clear, concise, and up-to-date metrics are potentially needed multiple times per day. Mike 
Trites identifies a number of ways metrics can be used to measure progress during a test cycle and, ultimately, to 
determine when to consider testing complete. Learn the common pitfalls that metrics misuse can lead to and how 
you can avoid them by giving proper context when communicating metrics to your stakeholders. Take back key 
metrics for measuring the effectiveness of your testing and discover how to use what is learned on one project to 
improve your testing process on future projects. 

 A Funny Thing Happened on the Way to User Acceptance Testing 
On large enterprise projects, the user acceptance test (UAT) is often envisioned to be a grand event where the 
users accept the software, money is paid, and the congratulations and champagne flow freely. UAT is expected to 
go well, even though some minor defects may be found. In reality, acceptance testing can be a very political and 
stressful activity that unfolds very differently than planned. Randy Rice shares case studies of UAT variances on 
projects he has facilitated and what can be done in advance to prepare for an acceptance test that is a beauty 
pageant rather than a monster's ball. Learn how UAT can go in a totally unexpected direction and what you can do 
to prepare for that situation. Understand the project risks when UAT is performed only as an end-game activity. 
Learn how to be flexible in staying in sync with stakeholders and user expectations—even test coverage is reduced 
to its bare minimum. 

 Leaping over the Boundaries of Boundary Value Analysis 
Many books, articles, classes, and conference presentations tout equivalence class partitioning and boundary value 
analysis as core testing techniques. Yet many discussions of these techniques are shallow and oversimplified. 
Testers learn to identify classes based on little more than hopes, rumors, and unwarranted assumptions, while the 
"analysis" consists of little more than adding or subtracting one to a given number. Do you want to limit yourself to 
checking the product's behavior at boundaries? Or would you rather test the product to discover that the 
boundaries aren't where you thought they were, and that the equivalence classes aren't as equivalent as you've 
been told? Join Michael Bolton as he jumps over the partitions and leaps across the boundaries to reveal a topic far 
richer than you might have anticipated and far more complex than the simplifications that appear in traditional 
testing literature and folklore. 

 Patterns of Automation: Simplify Your Test Code 
Many organizations are introducing test automation only to discover it is more difficult than they anticipated. The 
fact is that good test automation requires good coding practices. Good test automation requires good design. To 
do anything else will lead to spaghetti code that is hard to maintain or update. If you’re new to coding or new to 
automation, it is difficult to know where to begin. Join Cheezy as he describes and demonstrates lessons he has 
learned while helping numerous organizations adopt test automation. Cheezy shows the patterns he uses to keep 
automation code simple and clean, and demonstrates techniques you can use to make your automation code more 
maintainable. Finally, Cheezy writes code (without a net) to implement these patterns, taking them from theory to 
implementation. 

 Mobile App Testing Secrets 
Most app teams aim for 4 stars. Why not 5? Because delivering and maintaining a high-quality app becomes more 
challenging every day. The requirements of agile and continuous integration put more pressure than ever on 
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testers and quality-focused developers. Add to that the raw complexity of device and platform fragmentation, new 
sensors, app store processes, star ratings and reviews, increased app competition, mobile automation frameworks 
that only half work, and users who expect the app to not just work flawlessly but also be intuitive and even 
beautiful and fun. Jason Arbon shares app testing secrets gleaned from thousands of testers on hundreds of the 
world’s most popular apps, and data analytics on millions of apps and hundreds of millions of reviews. Learn how 
the best teams manage their star ratings and app store reviews. Learn what has been tried and failed. Join Jason to 
get a glimpse of the future of app testing. 

 Next-Generation Performance Testing with Lifecycle Monitoring 
With the increasing market demand for “always on” high performance applications, many organizations find that 
their traditional load testing programs have failed to keep pace with expectations and competitive pressures. Agile 
development practices and DevOps concepts of continuous delivery cause old load testing approaches to become 
unacceptable bottlenecks in the delivery process. Although it remains true that the only way to know for certain 
how a system will respond to load is to subject it to load, much of what load testing has traditionally accomplished 
is rooting out performance issues that are detectable and resolvable without actually applying load. The trick is 
knowing when and how to look for these issues. With specific examples from recent client implementations, Scott 
Barber shares the T4APM™ approach, a simple and universal process to detect and manage performance issues—
with or without applying load—throughout the lifecycle. 

 Using the Cloud to Load Test and Monitor Your Applications 
Load testing is often one of the most difficult testing efforts to set-up—in both time for the deployment and cost 
for the additional hardware needed. Using cloud-based software, you can transform this most difficult task to one 
of the easiest. Charles Sterling explains how load testing fits into the relatively new practice of DevOps. Then, by re-
using the tests created in the load testing effort to monitor applications, the test team can help solve the 
challenges in measuring, monitoring, and diagnosing applications―not just in development and test but also into 
production. Chuck demonstrates web performance test creation, locally run load test creation, cloud executed load 
test to the cloud, application performance monitoring (APM), global system monitoring (GSM), and usage 
monitoring (UM) for near real-time customer input for your application. 

 Bugfest! 
Know any testers who have bugs opened more than a year ago and still sitting in their defect queue? More than 
two years ago? Three? The fact is that many software development efforts are focused on delivering new features 
and functionality, leaving workarounds in place for bugs released in prior versions of applications. Often these 
defects seem relatively minor—we all have some workarounds for customers—but these are still bugs and 
ultimately should be dealt with. If you are seeking effective methods to close out those bugs once and for all, 
Shaun Bradshaw shares his experience eradicating aging bugs—in a Bugfest! Shaun shows how to effectively use 
kanban techniques to bring visibility to a myriad of outstanding problems left over from previous releases as well as 
to order and prioritize the work to clear out the nastiest, most offensive defects—and ultimately exterminate those 
pesky bugs! 

 Designing for Testability: Differentiator in a Competitive Market 
In today’s cost conscious marketplace, solution providers gain advantage over competitors when they deliver 
measurable benefits to customers and partners. Systems of even small scope often involve distributed 
hardware/software elements with varying execution parameters. Testing organizations often deal with a complex 
set of testing scenarios, increased risk for regression defects, and competing demands on limited system resources 
for a continuous comprehensive test program. Learn how designing a testable system architecture addresses these 
challenges. David Campbell offers practical guidance on the process to make testability a key discriminator from 
the earliest phases of product definition and design. Learn approaches that consistently deliver for high achieving 
organizations, and how these approaches impact schedule and architecture performance. Gain insight on how to 
select and customize techniques that are appropriate for your organization’s size, culture, and market. 

 Accelerate Testing in Agile through a Shared Business Domain Language 
In agile projects, when the cycle from ideas to production shortens from months to hours, each software 
development activity—including testing—is impacted. Reaching this level of agility in testing requires massive 
automation. But test execution is only one side of the coin. How do we design and maintain tests at the required 
speed and scale? Testing should start very early in the development process and be used as acceptance criteria by 
the project stakeholders. Early test design, using a business domain language to write tests, is an efficient solution 
to support rapid iterations and helps align the team on the definition of done. These principles are the basis of 
acceptance test-driven development practices. Laurent Py shows you how the use of business domain languages 
enables test refactoring and accelerates automation. Come and learn how you can leverage acceptance tests and 
key test refactoring techniques. 

 Adopting and Implementing the Right Mobile Testing Strategy 
With the expansion of mobile platforms, software development and testing services have expanded also. A wide 
variety of applications are entering the consumer world as native, mobile web, and hybrid applications. Adding to 
this complexity, multiple operating systems, browsers, networks, and BYOD (bring your own device) are used. 
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Successful deployment and adoption of these applications in the consumer world requires a robust, flexible, and 
scalable testing strategy. PRabhu Meruga shares his thoughts on approaching the complex and dynamic 
environment of mobile applications testing with a focus on optimization of testing effort, enhanced coverage, and 
quality with confidence. Join PRabhu to explore the world of mobile applications testing with emphasis on the 
Start, Grow, and Transform model that focuses on end-to-end testing strategy for mobile applications covering 
testing tools selection, cross browser and operating system compatibility, device testing, network testing, 
multipoint function failure, cloud-based testing solutions, and data security testing. 

 Performance Testing in Agile: The Path to 5 Star App Reviews 
Application performance is the first aspect of quality that every customer experiences. It can mean the difference 
between winning and losing a customer—between a 5-star app and a 2. No matter how sexy your application is, if 
it doesn’t load quickly, customers will turn to your competitor. Quality is core to agile, but agile doesn’t mention 
performance testing specifically. The challenge is that generally user stories don’t include the phrase “…in 3 
seconds or less” and developers just focus on developing. Shane Evans shows you how to build performance 
testing into every user story in every sprint to ensure application performance is maintained in every release. He 
discusses the need to work with developers to build an automated performance testing framework. With that 
framework in place, the difficult task of optimizing performance as a competitive differentiator begins. This is 
where putting the right data in your developers’ hands is critical—and timing is key. 

 DevOps: Where in the World Is Test? 
As the world of software development changes, software testing organizations are challenged to be more 
innovative to match the speed at which software releases are being deployed. The new software industry 
buzzword is DevOps; so you might wonder if your software testing organization is still important and how it fits in 
to this new industry trend. Erik Stensland shares his research into what the DevOps model is, the three ways of 
implementing DevOps, testing solutions for DevOps, and the benefits of DevOps. Erik discusses the major 
challenges of a DevOps test team and offers solutions to elevate your own testing automation to become part of 
the daily-automated deployment process. With a real-world example, see how Erik helped Pearson’s engineering 
team transform itself through technology and new ideas to successfully build a DevOps team that focuses on 
reliability, repeatability, and quality of features released to market. 

 Top Challenges in Testing Requirements 
Studies show that at least half of all software defects are rooted in poor, ambiguous, or incomplete requirements. 
For decades, testing has complained about the lack of solid concrete requirements, claiming that this makes our 
task more difficult and in some instances—impossible. Lloyd Roden challenges these beliefs and explains why 
having detailed requirements can be at best damaging and at worst can even be harmful to both testing and the 
business. Rather than constantly complaining, Lloyd shows how testers and test managers can rise to the 
challenges of testing without requirements, testing with evolving requirements, testing with vague requirements, 
and testing with wrong requirements. To help make your testing more effective, Lloyd provides practical tips and 
techniques for each of these testing challenges. 

 Build the Right Regression Suite with Behavior-Driven Testing 
Manual functional testing is a slow, tedious, and error prone process. As we continue to incrementally build 
software, the corresponding regression test suite continues to grow. Rarely is time allotted to consolidate and keep 
these test cases in sync with the product under development. If these test cases are used as the basis for 
automation, the resulting suite is composed of very granular tests that are often quite brittle in nature. Using a 
case study, Anand Bagmar describes how behavior-driven testing (BDT) can be applied to identify the right type of 
test cases for manual and automated regression testing. Learn how the BDT technique can be applied in your 
context and domain, regardless of the tools and technologies used in your project and organization. 

 Designing and Implementing Automation at a Large Financial Institution 
Planning, designing, implementing, and tracking results for QA and test automation can be challenging. It is vital to 
ensure that any tools selected will work well with other application lifecycle tools, driving the adoption of 
automation across multiple project teams or departments, and communicating the quantitative and qualitative 
benefits to key stakeholders. Mike Sowers discusses his experiences creating an automation architecture, 
establishing tool deployment plans, and selecting and reporting tool metrics at a large financial institution. Mike 
will share things that went right, such as including the corporate architectural review board; and things that went 
wrong, such as allowing too much organizational separation to occur between testers and automation engineers. 
Discover how you can improve the implementation of test automation at your organization. 

 Mobile Testing in the Cloud 
Today, organizations are rapidly deploying mobile versions of their customer-facing and internal applications. With 
the prevalence of more agile-based approaches and the challenge of an ever-increasing diversity of devices and OS 
versions, testers are being asked to accomplish more testing in less time. Rachel Obstler shares how leading 
enterprises are improving the efficiency of their mobile testing using automation, and how they identify the right 
processes and tools for the job. Sharing some fascinating statistics from their recent mobile quality survey of more 
than 69,000 mobile app developers and QA organizations in the top US enterprises, Rachel dives into the 
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challenges identified in the survey and shares five clear ways to improve your testing process: implementing a 
collaborative agile process, optimizing with a development tool that naturally facilitates testing, using a 
combination of real and emulated devices—and when to use them, and more. 

 Continuous Test Automation 
Today’s test organizations often have sizable investments in test automation. Unfortunately, running and 
maintaining these test suites represents another sizable investment. All too often this hard work is abandoned and 
teams revert to a more costly, but familiar, manual approach. Jared Richardson says a more practical solution is to 
integrate test automation suites with continuous integration (CI). A CI system monitors your source code and 
compiles the system after every change. Once the build is complete, test suites are automatically run. This 
approach of ongoing test execution provides your developers rapid feedback and keeps your tests in constant use. 
It also frees up your testers for more involved exploratory testing. Jared shows how to set up an open source 
continuous integration tool and explains the best way to introduce this technique to your developers and testers. 
The concepts are simple when presented properly and provide solid benefits to all areas of an organization. 

 Automated Analytics Testing with Open Source Tools 
Analytics are an increasingly important capability of any large web site or application. When a user selects an 
option or clicks a button, dozens—if not hundreds—of behavior-defining “beacons” fire off into a black box of “big 
data” to be correlated with the usage patterns of thousands of other users. In the end, all these little data points 
form a constellation of information your organization will use to determine its course. But what if it doesn’t work? 
A misconfigured site option or an errant variable might seem insignificant, but if 10,000 users are firing 10,000 
incorrect values concerning their click patterns, it suddenly becomes a problem for the QA department―a 
department which is often left out of conversations involving analytics. Join Marcus Merrell to learn how analytics 
work, how to get involved early, and how to integrate analytics testing into the normal QA process, using Selenium 
and other open source tools, to prevent those misfires from slipping through. 

 Ambiguity Reviews: Building Quality Requirements 
Are you frustrated by the false expectation that we can test quality into a product? By the time an application is 
delivered to testing, our ability to introduce quality principles is generally limited to defect detection. So how do 
you begin to shift your team’s perceptions into a true quality assurance organization? Susan Schanta shares her 
approach to Shift Quality Left by performing ambiguity reviews against requirements documents to reduce 
requirement defects at the beginning of the project. By helping the business analyst identify gaps in requirements, 
you can help build quality in and improve the team’s ability to write testable requirements. Learn how to review 
requirements to identify ambiguities and document the open questions that need to be addressed to make 
requirements clear, concise, and testable. Susan demonstrates her approach to ambiguity reviews and how she 
turned lessons learned into a Business Analyst Style Guide to drive quality into the requirements gathering process. 

 Making Testing at eBay More Realistic 
Have you had customers report issues that cannot be reproduced in the test environment? Have you had defects 
leak into production because your test environment is not equivalent to production? In the past, the eBay test 
environment didn’t mirror production data and had security, feature, and service fidelity issues. Kamini Dandapani 
shares how eBay solved these problems. They now dedicate a portion of their production environment to enable 
eBay engineers to do more realistic testing. This includes a highly controlled SOX compliant environment, sharing 
the same design and architecture as production. The environment has automated build and deployment to achieve 
eBay’s idea of “operational excellence” and provides the ability to leverage historical data sets from production. 
Learn from Kamini what goes into building a meaningful “dogfooding” environment, security and infrastructure 
obstacles they had to overcome, and how to convince stakeholders of the return on investment of such a scheme. 

 Using DevOps to Improve Software Quality in the Cloud 
DevOps is gaining popularity as a way to quickly and successfully deploy new software. With all the emphasis on 
deployment, software quality can sometimes be overlooked. In order to understand how DevOps and software 
testing mesh, Glenn Buckholz demonstrates a fully implemented continuous integration/continuous delivery 
(CI/CD) stack. After describing the internals of how CI/CD works, Glenn identifies the touch points in the stack that 
are important for testing organizations. With the now accelerated ability to deliver software, the testing groups 
need to know how this technology works and what to do with it because swarms of manual testers will not be able 
to keep up. Glenn demonstrates where and how to use automated testing, how to collect and make sense of the 
massive amount of test results that can be generated from CI/CD, and how to usefully apply manual testing. 

 Top Practices for Successful Mobile Test Automation 
Mobile apps bring a new set of challenges to testing—fast-paced development cycles with multiple releases per 
week, multiple app technologies and development platforms to support, dozens of devices and form factors, and 
additional pressure from enterprise and consumers who are less than patient with low quality apps. And with these 
new challenges comes a new set of mistakes testers can make! Fred Beringer works with dozens of mobile test 
teams to help them avoid common traps when building test automation for mobile apps. Fred shares some useful 
best practices, starting with mobile test automation. He explains what and where to automate, how to build 
testability into a mobile app, how to handle unreliable back-end calls and different device performance, and how to 



30 
 

automate the automation. Fred shares real customer stories and shows how small changes in process can make 
mobile apps ten times more reliable. 

 Ensuring Security through Continuous Testing 
Many companies develop strong software development practices that include ongoing testing throughout the 
development lifecycle but fail to account for the testing of security-related use cases. This leads to security controls 
being tacked on to an application just before it goes to production. With security controls implemented in this 
manner, more security vulnerabilities will be found with less time to correct them. As more applications move to 
cloud-based architectures, this will become an even greater problem as some of the protection enjoyed by 
applications hosted on-premise no longer exists. Jeremy Faircloth discusses a better approach—ensuring that 
testing throughout the development lifecycle includes the appropriate focus on security controls. Jeremy illustrates 
this through the establishment of security-related use cases, static code analysis, dynamic analysis, fuzzing, 
availability testing, and other techniques. Save yourself from last minute security issues by proactively testing the 
security of your application! 

 Game On: Automating Sports Video Game Testing 
Sports video games are generally on a short cycle time—tied to the start of a particular sport’s season. Like all 
video games, the pressure is always on to add more features to sell more games, and the list of “cool” features is 
endless. Getting buy-in to implement automated testing in this environment can be a challenge. And once you get 
that buy-in, your next challenge is to ensure it provides significant value to the game team. Fazeel Gareeboo shares 
the lessons they learned at EA Sports—lessons you can take back to your project. Fazeel describes the sports video 
game development environment and discusses how you can overcome the reluctance of product owners to spend 
precious resources on implementing automated testing. Fazeel addresses how to get buy-in from the team and 
finally how to make your product—game or not—more successful using automated testing. 
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 Automation for a Better Web 

The web is the world's most popular application platform, yet poor browser interoperability is an all-too-common 
cause of dismay and frustration amongst web developers. In order to try improve this situation the W3C has been 
facilitating a community effort to produce a continually updated, cross-browser, testsuite for the open web; the 
web-platform-tests. In this talk James will introduce the web-platform-tests and describe the tools we have created 
for driving automation of the tests across a range of desktop browsers, and on mobile devices running Firefox OS. 
He will show how this software has been designed to meet the challenges of running an externally-sourced, 
frequently updated, testsuite on hundreds of commits a day in Mozilla's continuous integration system. 

 Make Chrome the best mobile browser 
One of the reasons for Chrome’s success has been its core principles of speed, stability, simplicity and security (the 
4 S’s). When we released Chrome for Android and iOS, we not only applied the 4 S’s to the browser itself but also 
to how we do automated testing. 

 A Test Automation Language for Behavioral Models 
Model-based testers design abstract tests in terms of models such as paths in graphs. Then the abstract tests need 
to be converted to concrete tests, which are defined in terms of implementation. The transformation from abstract 
tests to concrete tests have to be automated. Existing model-based testing techniques for behavioral models use 
many additional diagrams such as class diagrams and use case diagrams for test transformation and generation. 
They are very complicated to use in practice because testers have to make all related diagrams consistent all the 
time even when requirements are changed frequently. This talk introduces a test automation language to allow 
testers to generate tests by using only one behavioral model such as a state machine diagram. Three issues will be 
addressed: (1) creating mappings from models to executable test code and generating test values, (2) transforming 
graphs and using coverage criteria to generate test paths, and (3) solving constraints and generating concrete tests. 

 Test coverage at Google 
Did you ever wonder how testing at Google looks like? What tools we use to help us out and how do we measure 
and act on test coverage? We will briefly describe the development process at Google, then focus on use of code 
coverage measurement and how we use code coverage to improve code quality and engineering productivity. In 
the end, we'll present the vast amount of coverage data, spanning more than 100.000 commits, we have collected 
and some more widely applicable conclusions we have reached. 

 CATJS: Applications That Test Themselves 
In the past years we have seen many anomalies that have changed the way we think about the computing world. 
There are 3d printers that print 3d printers, robots that think by themselves and then we have catjs. catjs is an 
Open Source framework that adds the ability for mobile-web apps to test themselves. Simple annotations in your 
HTML5 code will be translated to embedded tests scripts within the application’s lifecycle. These mobile-web tests 
can run on any device, operating system and browser. catjs is a quick and easy way to take care of your 
application’s testing flow. 
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 I Don't Test Often ... But When I Do, I Test in Production 
Every day, Netflix has more customers consuming more content on an increasing number of client devices. We're 
also constantly innovating to improve our customers' experience. Testing in such a rapidly changing environment is 
a huge challenge, and we've concluded that running tests in our production environment can often be the most 
efficient way to validate those changes. This talk will cover three test methods that we use in production: 
simulating all kinds of outages with the Simian Army, looking for regressions using canaries, and measuring test 
effectiveness with code coverage analysis from production. 

 The Importance of Automated Testing on Real and Virtual Mobile Devices 
Compared to the web world, mobile testing is a minefield. From different devices, operating systems, networks and 
locations, there are seemingly an infinite number of variables developers must account for. In this educational 
session, we will discuss some of the unique challenges that come with optimizing the performance and quality of 
mobile apps, and strategies for addressing them, including the need for automation, real devices and real user 
conditions. 

 Free Tests Are Better Than Free Bananas: Using Data Mining and Machine Learning To Automate Real-Time 
Production Monitoring 
There is growing interest in leveraging data mining and machine learning techniques in the analysis, maintenance 
and testing of software systems. In this talk, Celal will discuss how we use such techniques to automatically mine 
system invariants, use those invariants in monitoring our systems in real-time and alert engineers of any potential 
production problems within minutes. The talk will consist of two tools we internally use, and how we combine 
them to provide real-time production monitoring for engineers almost for free: 1.A tool that can mine system 
invariants. 2.A tool that monitors production systems, and uses the first tool to automatically generate part of the 
logic it uses to identify potential problems in real-time. 

 Test Automation on an Infrared Set-top Box 
This talk will explain what a TV App context is and the kind of problems we can encounter when trying to automate 
the things out. Olivier will go through previous failures, their approach and what have been the key points to build 
an automatic test tool. If time permits, he will go deeper in the details of the implementation. Come listen how a 
few solders and some lines of code have opened the rich world of web testing to a set-top box. 

 Never Send a Human to do a Machine’s Job: How Facebook uses bots to manage tests 
Facebook doesn’t have a test organization, developers own everything from writing their code to testing it to 
shepherding it into production. That doesn’t mean we don’t test! The way that we’ve made this scale has been 
through automating the lifecycle of tests to keep signal high and noise low. New tests are considered untrusted and 
flakiness is quickly flushed out of the tree. We’ll be talking about what’s worked and what hasn’t to build trust in 
tests. 

 Espresso, Spoon, Wiremock, Oh my! ( or how I learned to stop worrying and love Android testing ) 
Learn about creating and executing fast and reliable automated Android UI tests. Tools will include Espresso, 
Spoon, Wiremock and Jenkins. Basic Android and Java development knowledge is assumed. 

 Selendroid - Selenium for Android 
Selendroid is an open source test automation framework which drives off the UI of Android native and hybrid 
applications and the mobile web. Tests are written using the Selenium 2 client API. For testing no modification of 
app under test is required in order to automate it. This presentation demonstrates to the audience how easy it is to 
do mobile test automation. It shows how Selendroid can be used to test native and hybrid Android apps and how 
the Selenium Grid can be used for parallel testing on multiple devices. Advances topics like extending Selendroid 
itself at runtime and doing cross platform tests will be covered as well. 

 Impact of Community Structure on SAT Solver Performance 
Modern CDCL SAT solvers routinely solve very large in- dustrial SAT instances in relatively short periods of time. It is 
clear that these solvers somehow exploit the structure of real-world instances. How- ever, to-date there have been 
few results that precisely characterise this structure. In this paper, we provide evidence that the community struc- 
ture of real-world SAT instances is correlated with the running time of CDCL SAT solvers. It has been known for 
some time that real-world SAT instances, viewed as graphs, have natural communities in them. A community is a 
sub-graph of the graph of a SAT instance, such that this sub-graph has more internal edges than outgoing to the 
rest of the graph. The community structure of a graph is often characterised by a quality metric called Q. 
Intuitively, a graph with high-quality community struc- ture (high Q) is easily separableinto smaller communities, 
while the one with low Q is not. We provide three results based on empirical data which show that community 
structure of real-world industrial instances is a bet- ter predictor of the running time of CDCL solvers than other 
commonly considered factors such as variables and clauses. First, we show that there is a strong correlation 
between the Q value and Literal Block Distance metric of quality of conflict clauses used in clause-deletion policies 
in Glucose-like solvers. Second, using regression analysis, we show that the the number of communities and the Q 
value of the graph of real-world SAT instances is more predictive of the running time of CDCL solvers than 
traditional metrics like number of variables or clauses. Finally, we show that randomly-generated SAT instances 
with 0.05 ≤ Q ≤ 0.13 are dramatically harder to solve for CDCL solvers than otherwise. 
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 Beyond Coverage: What Lurks in Test Suites? 
We all want "better" test suites. But what makes for a good test suite? Certainly, test suites ought to aim for good 
coverage, at least at the statement coverage level. To be useful, test suites should run quickly enough to provide 
timely feedback. This talk will investigate a number of other dimensions on which to evaluate test suites. The talk 
claims that better test suites are more maintainable, more usable (for instance, because they run faster, or use 
fewer resources), and have fewer unjustified failures. In this talk, I'll present and synthesize facts about 10 open-
source test suites (from 8,000 to 246,000 lines of code) and evaluate how they are doing. 
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